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Lecture Plan
Today we will:
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1. What is knowledge distillation;

2. What to match;

3. Self and online distillation;

4. Distillation for different tasks;

5. Network Augmentation, a training technique for 

tiny machine learning models.
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What is knowledge distillation?
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Challenge: limited hardware resources

5
Network Augmentation for Tiny Deep Learning [Cai et al., ICLR 2022]

Cloud AI Tiny AI

Computation (fp32) MFLOPs

Memory 256kB

ResNet 
ViT-Large 

…
Neural Network

MCUNet 
MobileNetV2-Tiny 

…

• Neural network must be tiny to run efficiently on tiny edge devices.

19.5 TFLOPS

80GB

https://efficientml.ai


MIT 6.S965: TinyML and Efficient Deep Learning Computing https://efficientml.ai

Tiny models are hard to train
Tiny models underfit large datasets

6
Network Augmentation for Tiny Deep Learning [Cai et al., ICLR 2022]
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Question: Can we help the training of tiny models with large models?
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Knowledge Distillation

7
Distilling the Knowledge in a Neural Network [Hinton et al., NeurIPS Workshops 2014]
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Distilling the Knowledge in a Neural Network
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Google Inc.

Mountain View
geoffhinton@google.com

Oriol Vinyals†
Google Inc.

Mountain View
vinyals@google.com

Jeff Dean
Google Inc.

Mountain View
jeff@google.com

Abstract

A very simple way to improve the performance of almost any machine learning
algorithm is to train many different models on the same data and then to average
their predictions [3]. Unfortunately, making predictions using a whole ensemble
of models is cumbersome and may be too computationally expensive to allow de-
ployment to a large number of users, especially if the individual models are large
neural nets. Caruana and his collaborators [1] have shown that it is possible to
compress the knowledge in an ensemble into a single model which is much eas-
ier to deploy and we develop this approach further using a different compression
technique. We achieve some surprising results on MNIST and we show that we
can significantly improve the acoustic model of a heavily used commercial system
by distilling the knowledge in an ensemble of models into a single model. We also
introduce a new type of ensemble composed of one or more full models and many
specialist models which learn to distinguish fine-grained classes that the full mod-
els confuse. Unlike a mixture of experts, these specialist models can be trained
rapidly and in parallel.

1 Introduction

Many insects have a larval form that is optimized for extracting energy and nutrients from the envi-
ronment and a completely different adult form that is optimized for the very different requirements
of traveling and reproduction. In large-scale machine learning, we typically use very similar models
for the training stage and the deployment stage despite their very different requirements: For tasks
like speech and object recognition, training must extract structure from very large, highly redundant
datasets but it does not need to operate in real time and it can use a huge amount of computation.
Deployment to a large number of users, however, has much more stringent requirements on latency
and computational resources. The analogy with insects suggests that we should be willing to train
very cumbersome models if that makes it easier to extract structure from the data. The cumbersome
model could be an ensemble of separately trained models or a single very large model trained with
a very strong regularizer such as dropout [9]. Once the cumbersome model has been trained, we
can then use a different kind of training, which we call “distillation” to transfer the knowledge from
the cumbersome model to a small model that is more suitable for deployment. A version of this
strategy has already been pioneered by Rich Caruana and his collaborators [1]. In their important
paper they demonstrate convincingly that the knowledge acquired by a large ensemble of models
can be transferred to a single small model.

A conceptual block that may have prevented more investigation of this very promising approach is
that we tend to identify the knowledge in a trained model with the learned parameter values and this
makes it hard to see how we can change the form of the model but keep the same knowledge. A more
abstract view of the knowledge, that frees it from any particular instantiation, is that it is a learned

!Also affiliated with the University of Toronto and the Canadian Institute for Advanced Research.
†Equal contribution.
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Illustration of knowledge distillation
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Knowledge Distillation: A Survey [Gou et al., IJCV 2020]
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Intuition of knowledge distillation
Matching prediction probabilities between teacher and student

9
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Intuition of knowledge distillation
Matching prediction probabilities between teacher and student
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Intuition of knowledge distillation
Concept of temperature

11
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A larger temperature smooths the output probability distribution.
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Formal Definition of KD
• Neural networks typically use a softmax function to generate the logits  to class probabilities

. Here, , where  is the number of classes.  is the 

temperature, which is normally set to 1.


• The goal of knowledge distillation is to align the class probability distributions from teacher 
and student networks.

zi

p(zi, T) = exp(zi/T)
!j exp(zj /T) i, j = 0,1,2,...,C " 1 C T
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Distilling the Knowledge in a Neural Network [Hinton et al., NeurIPS Workshops 2014]
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What to match?
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1. Output logits 
2. Intermediate weights 
3. Intermediate features 
4. Gradients 
5. Sparsity patterns 
6. Relational information
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Matching output logits
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Distilling the Knowledge in a Neural Network [Hinton et al., NeurIPS Workshops 2014]

Do Deep Nets Really Need to be Deep? [Ba and Caruana, NeurIPS 2014]

Cross entropy loss:  

; 

L2 loss: 
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What to match?
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1. Output logits 
2. Intermediate weights 
3. Intermediate features 
4. Gradients 
5. Sparsity patterns 
6. Relational information
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What else to match other than output logits?
Matching intermediate weights

16
Knowledge Distillation: A Survey [Gou et al., IJCV 2020]
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Matching intermediate weights

• Other than the cross-entropy distillation loss, also add a L2 loss between teacher weights and 
student weights (linear transformation is applied to match the dimensionalities).

17
FitNets: Hints for Thin Deep Nets [Romero et al., ICLR 2015]

Published as a conference paper at ICLR 2015
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Figure 1: Training a student network using hints.

layer of size Ng,1 ! Ng,2 and adapts its kernel shape k1 ! k2 such that Ng,i " ki + 1 = Nh,i,
where i # {1, 2}. The number of parameters in the weight matrix of a the convolutional regressor is
k1 ! k2 !Oh !Og, where k1 ! k2 is significantly lower than Nh,1 !Nh,2 !Ng,1 !Ng,2.

2.3 FITNET STAGE-WISE TRAINING

We train the FitNet in a stage-wise fashion following the student/teacher paradigm. Figure 1 sum-
marizes the training pipeline. Starting from a trained teacher network and a randomly initialized
FitNet (Fig. 1 (a)), we add a regressor parameterized byWr on top of the FitNet guided layer and
train the FitNet parametersWGuided up to the guided layer to minimize Eq. (3) (see Fig. 1 (b)).
Finally, from the pre-trained parameters, we train the parameters of whole FitNetWS to minimize
Eq. (2) (see Fig. 1 (c)). Algorithm 1 details the FitNet training process.

Algorithm 1 FitNet Stage-Wise Training.
The algorithm receives as input the trained parametersWT of a teacher, the randomly initialized
parametersWS of a FitNet, and two indices h and g corresponding to hint/guided layers, respec-
tively. LetWHint be the teacher’s parameters up to the hint layer h. LetWGuided be the FitNet’s
parameters up to the guided layer g. LetWr be the regressor’s parameters. The first stage consists in
pre-training the student network up to the guided layer, based on the prediction error of the teacher’s
hint layer (line 4). The second stage is a KD training of the whole network (line 6).

Input:WS,WT, g, h
Output:W!

S

1: WHint ! {WT
1, . . . ,WT

h}
2: WGuided ! {WS

1, . . . ,WS
g}

3: IntializeWr to small random values
4: W

!

Guided ! argmin
WGuided

LHT (WGuided,Wr)

5: {WS
1, . . . ,WS

g}! {WGuided
!1, . . . ,WGuided

!g}
6: W

!

S ! argmin
WS

LKD(WS)

2.4 RELATION TO CURRICULUM LEARNING

In this section, we argue that our hint-based training with KD can be seen as a particular form of
Curriculum Learning (Bengio, 2009). Curriculum learning has proven to accelerate the training
convergence as well as potentially improve the model generalization by properly choosing a se-
quence of training distributions seen by the learner: from simple examples to more complex ones.
A curriculum learning extension (Gulcehre & Bengio, 2013) has also shown that by using guidance
hints on an intermediate layer during the training, one could considerably ease training. However,
Bengio (2009) uses hand-defined heuristics to measure the “simplicity” of an example in a sequence
and Gulcehre & Bengio (2013)’s guidance hints require some prior knowledge of the end-task. Both
of these curriculum learning strategies tend to be problem-specific.

Our approach alleviates this issue by using a teacher model. Indeed, intermediate representations
learned by the teacher are used as hints to guide the FitNet optimization procedure. In addition, the
teacher confidence provides a measure of example “simplicity” by means of teacher cross-entropy

4

An FC layer used to align the 
shapes of teacher and student 

weights
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What to match?

18

1. Output logits 
2. Intermediate weights 
3. Intermediate features 
4. Gradients 
5. Sparsity patterns 
6. Relational information

https://efficientml.ai


MIT 6.S965: TinyML and Efficient Deep Learning Computing https://efficientml.ai

Matching intermediate features
Minimizing maximum mean discrepancy between feature maps
• Intuition: teacher and student networks should have similar feature distributions, not just output 

probability distributions.
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Like What You Like: Knowledge Distill via Neuron Selectivity Transfer [Huang and Wang, arXiv 2017]
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Loss
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Teacher CNN
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Figure 1. The architecture for our Neuron Selectivity Transfer: the student network is not only trained from ground-truth labels, but also
mimics the distribution of the activations from intermediate layers in the teacher network. Each dot or triangle in the figure denotes its
corresponding activation map of a filter.

that of the teacher. Maximum Mean Discrepancy (MMD)
is used as the loss function to measure the discrepancy be-
tween teacher and student features. We test our method on
CIFAR-10, CIFAR-100 and ImageNet datasets and show
that our Neuron Selectivity Transfer (NST) improves the
student’s performance notably.

To summarize, the contributions of this work are as fol-
lows:

• We provide a novel view of knowledge transfer prob-
lem and propose a new method named Neuron Se-
lectivity Transfer (NST) for network acceleration and
compression.

• We test our method across several datasets and provide
evidence that our Neuron Selectivity Transfer achieves
higher performances than students significantly.

• We show that our proposed method can be combined
with other knowledge transfer method to explore the
best model acceleration and compression results.

• We demonstrate knowledge transfer help learn better
features and other computer vision tasks such as object
detection can benefit from it.

2. Related Works

Deep network compression and acceleration Many
works have been proposed to reduce the model size and
computation cost by network compression and acceleration.
In the early development of neural network, network prun-
ing [24, 15] was proposed to pursuit a balance between ac-
curacy and storage. Recently, Han et al. brought it back to
modern deep structures [14]. Their main idea is weights
with small magnitude are unimportant and can be removed.

However, this strategy only yields sparse weights and needs
specific implementations for acceleration. To pursue ef-
ficient inference speed-up without dedicated libraries, re-
searches on network pruning are undergoing a transition
from connection pruning to filter pruning. Several works
[33, 25] evaluate the importance of neurons by different se-
lection criteria while others [32, 29, 42, 1, 18, 27] formulate
pruning as a subset selection or sparse optimization prob-
lem. Beyond pruning, quantization [7, 34] and low-rank
approximation [22, 8, 45] are also widely studied. Note
that these acceleration methods are complementary to KT,
which can be combined with our method for further im-
provement.

Knowledge transfer for deep learning Knowledge Dis-
till (KD) [19] is the pioneering work to apply knowledge
transfer to deep neural networks. In KD, the knowledge is
defined as softened outputs of the teacher network. Com-
pared with one-hot labels, softened outputs provide ex-
tra supervisions of intra-class and inter-class similarities
learned by teacher. The one-hot labels aim to project the
samples in each class into one single point in the label
space, while the softened labels project the samples into a
continuous distribution. On one hand, softened labels could
represent each sample by class distribution, thus captures
intra-class variation; on the other hand, the inter-class sim-
ilarities can be compared relatively among different classes
in the soft target.

Formally, the soft target of a network T can be defined
by p⌧

T
= softmax(aT

⌧
), where a is the vector of teacher

logits (pre-softmax activations) and ⌧ is a temperature. By
increasing ⌧ , such inter-class similarity is retained by driv-
ing the prediction away from 0 and 1. The student network
is then trained by the combination of softened softmax and
original softmax. However, its drawback is also obvious: Its

Teacher and student have very different 
feature distributions without distillation
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Matching intermediate features
Minimizing maximum mean discrepancy between feature maps
• Intuition: teacher and student networks should have similar feature distributions, not just output 

probability distributions.

20
Like What You Like: Knowledge Distill via Neuron Selectivity Transfer [Huang and Wang, arXiv 2017]
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Figure 1. The architecture for our Neuron Selectivity Transfer: the student network is not only trained from ground-truth labels, but also
mimics the distribution of the activations from intermediate layers in the teacher network. Each dot or triangle in the figure denotes its
corresponding activation map of a filter.

that of the teacher. Maximum Mean Discrepancy (MMD)
is used as the loss function to measure the discrepancy be-
tween teacher and student features. We test our method on
CIFAR-10, CIFAR-100 and ImageNet datasets and show
that our Neuron Selectivity Transfer (NST) improves the
student’s performance notably.

To summarize, the contributions of this work are as fol-
lows:

• We provide a novel view of knowledge transfer prob-
lem and propose a new method named Neuron Se-
lectivity Transfer (NST) for network acceleration and
compression.

• We test our method across several datasets and provide
evidence that our Neuron Selectivity Transfer achieves
higher performances than students significantly.

• We show that our proposed method can be combined
with other knowledge transfer method to explore the
best model acceleration and compression results.

• We demonstrate knowledge transfer help learn better
features and other computer vision tasks such as object
detection can benefit from it.

2. Related Works

Deep network compression and acceleration Many
works have been proposed to reduce the model size and
computation cost by network compression and acceleration.
In the early development of neural network, network prun-
ing [24, 15] was proposed to pursuit a balance between ac-
curacy and storage. Recently, Han et al. brought it back to
modern deep structures [14]. Their main idea is weights
with small magnitude are unimportant and can be removed.

However, this strategy only yields sparse weights and needs
specific implementations for acceleration. To pursue ef-
ficient inference speed-up without dedicated libraries, re-
searches on network pruning are undergoing a transition
from connection pruning to filter pruning. Several works
[33, 25] evaluate the importance of neurons by different se-
lection criteria while others [32, 29, 42, 1, 18, 27] formulate
pruning as a subset selection or sparse optimization prob-
lem. Beyond pruning, quantization [7, 34] and low-rank
approximation [22, 8, 45] are also widely studied. Note
that these acceleration methods are complementary to KT,
which can be combined with our method for further im-
provement.

Knowledge transfer for deep learning Knowledge Dis-
till (KD) [19] is the pioneering work to apply knowledge
transfer to deep neural networks. In KD, the knowledge is
defined as softened outputs of the teacher network. Com-
pared with one-hot labels, softened outputs provide ex-
tra supervisions of intra-class and inter-class similarities
learned by teacher. The one-hot labels aim to project the
samples in each class into one single point in the label
space, while the softened labels project the samples into a
continuous distribution. On one hand, softened labels could
represent each sample by class distribution, thus captures
intra-class variation; on the other hand, the inter-class sim-
ilarities can be compared relatively among different classes
in the soft target.

Formally, the soft target of a network T can be defined
by p⌧

T
= softmax(aT

⌧
), where a is the vector of teacher

logits (pre-softmax activations) and ⌧ is a temperature. By
increasing ⌧ , such inter-class similarity is retained by driv-
ing the prediction away from 0 and 1. The student network
is then trained by the combination of softened softmax and
original softmax. However, its drawback is also obvious: Its

With the distillation objective, teacher and 
student feature distributions are similar.

(a) Monkey (b) Magnetic Hill

Figure 2. Neuron activation heat map of two selected images.

4. Neuron Selectivity Transfer

In this section, we present our Neuron Selectivity Trans-
fer (NST) method. We will start with an intuitive example
to explain our motivation, and then present the formal defi-
nition and some discussions about our proposed method.

4.1. Motivation

Fig. 2 shows two images blended with the heat map of
one selected neuron in VGG16 Conv5 3. It is easy to see
these two neurons have strong selectivities: The neuron in
the left image is sensitive to monkey face, while the neu-
ron in the right image activates on the characters strongly.
Such activations actually imply the selectivities of neurons,
namely what kind of inputs can fire the neuron. In other
words, the regions with high activations from a neuron may
share some task related similarities, even though these sim-
ilarities may not intuitive for human interpretation. In or-
der to capture these similarities, there should be also neu-
rons mimic these activation patterns in student networks.
These observations guide us to define a new type of knowl-
edge in teacher networks: neuron selectivities or called co-
activations, and then transfer it to student networks.

What is wrong with directly matching the feature maps?

A natural question to ask is why cannot we align the fea-
ture maps of teachers and students directly? This is just
what [36] did. Considering the activation of each spatial
position as one feature, then the flattened activation map of
each filter is an sample the space of neuron selectivities of
dimension HW . This sample distribution reflects how a
CNN interpret an input image: where does the CNN focus
on? which type of activation pattern does the CNN em-
phasize more? As for distribution matching, it is not a good
choice to directly match the samples from it, since it ignores
the sample density in the space. Consequently, we resort to
more advanced distribution alignment method as explained
below.

4.2. Formulation

Following the notation in Sec. 3.1, each feature map fk·

represents the selectivity knowledge of a specific neuron.
Then we can define Neuron Selectivity Transfer loss as:

LNST(WS) = H(ytrue,pS) +
�

2
LMMD2(FT ,FS), (3)

where H refers to the standard cross-entropy loss, and ytrue
represents true label and pS is the output probability of the
student network.

The MMD loss can be expanded as:

LMMD2(FT ,FS) =
1

CT
2

CTX

i=1

CTX

i0=1

k(
f i·
T

kf i·
T
k2

,
f i

0·
T

kf i
0·

T
k2

)

+
1

CS
2

CSX

j=1

CSX

j0=1

k(
f j·
S

kf j·
S
k2

,
f j

0·
S

kf j
0·

S
k2

)

�
2

CTCS

CTX

i=1

CSX

j=1

k(
f i·
T

kf i·
T
k2

,
f j·
S

kf j·
S
k2

).

(4)

Note we replace fk· with its l2-normalized version fk·

kfk·k2

to ensure each sample has the same scale. Minimizing the
MMD loss is equivalent to transferring neuron selectivity
knowledge from teacher to student.

Choice of Kernels In this paper, we focus on the follow-
ing three specific kernels for our NST method, including:

• Linear Kernel: k(x,y) = x>y

• Polynomial Kernel: k(x,y) = (x>y + c)d

• Gaussian Kernel: k(x,y) = exp(�kx�yk2
2

2�2 )

For polynomial kernel, we set d = 2, and c = 0. For
Gaussian kernel, the �

2 is set as the mean of squared dis-
tance of the pairs.

Use maximum mean discrepancy (MMD) as an 
objective.  is the kernel function, and its simplest 

form is the dot product.
k

Cosine of angle between 
teacher/student feature 

vectors
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Matching intermediate features
Minimizing the L2 distance between feature maps

• The paraphraser shrinks the output teacher feature map from  dimensions to  dimensions 
(called factor, typically k=0.5) and then expands the dimensionality back to . 


• The output of paraphraser is supervised with a reconstruction loss against the original 
-dimensional output.


• The student uses one layer of MLP to obtain a factor with the same dimensionality of .

• FT minimizes the distance between teacher and student factors.

m m % k
m

m

m % k

21
Paraphrasing Complex Network: Network Compression via Factor Transfer [Kim et al., NeurIPS 2018]

Figure 1: Overview of the factor transfer. In the teacher network, feature maps are transformed to
the ‘teacher factors’ by a paraphraser. The number of feature maps of a teacher network (m) are
resized to the number of feature maps of teacher factors (m⇥ k) by a paraphrase rate k. The feature
maps of the student network are also transformed to the ‘student factors’ with the same dimension
as that of the teacher factor using a translator. The factor transfer (FT) loss is used to minimize the
difference between the teacher and the student factors in the training of the translator that generates
student factors. Factors are drawn in blue. Note that before the FT, the paraphraser is already trained
unsupervisedly by a reconstruction loss.

summarized as the difference between the attention maps or softened distributions of the teacher and
the student networks. These methods directly transfer the teacher network’s softened distribution [10]
or its attention map [31] to the student network, inducing the student to mimic the teacher.

While these methods provide fairly good performance improvements, directly transferring the
teacher’s outputs overlooks the inherent differences between the teacher network and the student
network, such as the network structure, the number of channels, and initial conditions. Therefore,
we need to re-interpret the output of the teacher network to resolve these differences. For example,
from the perspective of a teacher and a student, we came up with a question that simply providing the
teacher’s knowledge directly without any explanation can be somewhat insufficient for teaching the
student. In other words, when teaching a child, the teacher should not use his/her own term because
the child cannot understand it. On the other hand, if the teacher translates his/her terms into simpler
ones, the child will much more easily understand.

In this respect, we sought ways for the teacher network to deliver more understandable information
to the student network, so that the student comprehends that information more easily. To address
this problem, we propose a novel knowledge transferring method that leads both the student and
teacher networks to make transportable features, which we call ‘factors’ in this paper. Contrary to the
conventional methods, our method is not simply to compare the output values of the network directly,
but to train neural networks that can extract good factors and to match these factors. The neural
network that extracts factors from a teacher network is called a paraphraser, while the one that extracts
factors from a student network is called a translator. We trained the paraphraser in an unsupervised
way, expecting it to extract knowledges different from what can be obtained with supervised loss
term. At the student side, we trained the student network with the translator to assimilate the factors
extracted from the paraphraser. The overview of our proposed method is provided in Figure 1. With
various experiments, we succeeded in training the student network to perform better than the ones
with the same architecture trained by the conventional knowledge transfer methods.

Our contributions can be summarized as follows:

• We propose a usage of a paraphraser as a means of extracting meaningful features (factors) in an
unsupervised manner.

• We propose a convolutional translator in the student side that learns the factors of the teacher
network.

• We experimentally show that our approach effectively enhances the performance of the student
network.
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Intermediate attention maps
Gradients of feature maps are used to characterize “attention” of DNNs

• The attention of a CNN feature map  is defined as , where  is the learning objective.


• Intuition: If  is large, a small perturbation at  will significantly impact the final output. As a 

result, the network is putting more attention on position .
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(a) (b)

Figure 1: (a) An input image and a corresponding spatial attention map of a convolutional network
that shows where the network focuses in order to classify the given image. Surely, this type of
map must contain valuable information about the network. The question that we pose in this paper
is the following: can we use knowledge of this type to improve the training of CNN models ?
(b) Schematic representation of attention transfer: a student CNN is trained so as, not only to make
good predictions, but to also have similar spatial attention maps to those of an already trained teacher
CNN.

that can be used for significantly improving the performance of convolutional neural network archi-
tectures (of various types and trained for various different tasks). To that end, we propose several
novel ways of transferring attention from a powerful teacher network to a smaller student network
with the goal of improving the performance of the latter (Fig. 1).

To summarize, the contributions of this work are as follows:

• We propose attention as a mechanism of transferring knowledge from one network to an-
other

• We propose the use of both activation-based and gradient-based spatial attention maps
• We show experimentally that our approach provides significant improvements across a va-

riety of datasets and deep network architectures, including both residual and non-residual
networks

• We show that activation-based attention transfer gives better improvements than full-
activation transfer, and can be combined with knowledge distillation

The rest of the paper is structured as follows: we first describe related work in section 2, we explain
our approach for activation-based and gradient-based attention transfer in section 3, and then present
experimental results for both methods in section 4. We conclude the paper in section 5.

2 RELATED WORK

Early work on attention based tracking Larochelle & Hinton (2010), Denil et al. (2012) was moti-
vated by human attention mechanism theories Rensink (2000) and was done via Restricted Bolz-
mann Machines. It was recently adapted for neural machine translation with recurrent neural net-
works, e.g. Bahdanau et al. (2014) as well as in several other NLP-related tasks. It was also exploited
in computer-vision-related tasks such as image captioning Xu et al. (2015), visual question answer-
ing Yang et al. (2015), as well as in weakly-supervised object localization Oquab et al. (2015) and
classification Mnih et al. (2014), to mention a few characteristic examples. In all these tasks attention
proved to be useful.

Visualizing attention maps in deep convolutional neural networks is an open problem. The simplest
gradient-based way of doing that is by computing a Jacobian of network output w.r.t. input (this leads
to attention visualization that are not necessarily class-discriminative), as for example in Simonyan
et al. (2014). Another approach was proposed by Zeiler & Fergus (2014) that consists of attaching
a network called “deconvnet” that shares weights with the original network and is used to project
certain features onto the image plane. A number of methods was proposed to improve gradient-
based attention as well, for example guided backpropagation Springenberg et al. (2015), adding a
change in ReLU layers during calculation of gradient w.r.t. previous layer output. Attention maps
obtained with guided backpropagation are non-class-discriminative too. Among existing methods
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Matching intermediate attention maps

• The attention transfer objective is defined as: , here  is the student attention 

map (gradient of student feature map) and  is the teacher attention map.  is a constant.
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Figure 4: Activation attention maps for various ImageNet networks: Network-In-Network (62%
top-1 val accuracy), ResNet-34 (73% top-1 val accuracy), ResNet-101 (77.3% top-1 val accuracy).
Left part: mid-level activations, right part: top-level pre-softmax acivations

group1 group2 group3

Teacher

Student

AT loss AT loss AT loss

Figure 5: Schematics of teacher-student attention transfer for the case when both networks are
residual, and the teacher is deeper.

• Different depth: have attention transfer on output activations of each group of residual
blocks

Similar cases apply also to other architectures (such as NIN, in which case a group refers to a block
of a 3 ⇥ 3, 1 ⇥ 1, 1 ⇥ 1 convolutions). In fig. 5 we provide a schematic illustration of the different
depth case for residual network architectures.

Without loss of generality, we assume that transfer losses are placed between student and teacher
attention maps of same spatial resolution, but, if needed, attention maps can be interpolated to match
their shapes. Let S, T and WS , WT denote student, teacher and their weights correspondingly, and
let L(W, x) denote a standard cross entropy loss. Let also I denote the indices of all teacher-student
activation layer pairs for which we want to transfer attention maps. Then we can define the following
total loss:

LAT = L(WS , x) +
�
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)) are respectively the j-th pair of student and

teacher attention maps in vectorized form, and p refers to norm type (in the experiments we use
p = 2). As can be seen, during attention transfer we make use of l2-normalized attention maps, i.e.,
we replace each vectorized attention map Q with Q

kQk2
(l1 normalization could be used as well). It
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Intermediate attention maps
Performant models have similar attention maps
• Attention maps of performant ImageNet models (ResNets) are indeed similar to each other, but 

the less performant model (NIN) has quite different attention maps.
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Figure 4: Activation attention maps for various ImageNet networks: Network-In-Network (62%
top-1 val accuracy), ResNet-34 (73% top-1 val accuracy), ResNet-101 (77.3% top-1 val accuracy).
Left part: mid-level activations, right part: top-level pre-softmax acivations

Figure 5: Schematics of teacher-student attention transfer for the case when both networks are
residual, and the teacher is deeper.

• Different depth: have attention transfer on output activations of each group of residual
blocks

Similar cases apply also to other architectures (such as NIN, in which case a group refers to a block
of a 3 ⇥ 3, 1 ⇥ 1, 1 ⇥ 1 convolutions). In fig. 5 we provide a schematic illustration of the different
depth case for residual network architectures.

Without loss of generality, we assume that transfer losses are placed between student and teacher
attention maps of same spatial resolution, but, if needed, attention maps can be interpolated to match
their shapes. Let S, T and WS , WT denote student, teacher and their weights correspondingly, and
let L(W, x) denote a standard cross entropy loss. Let also I denote the indices of all teacher-student
activation layer pairs for which we want to transfer attention maps. Then we can define the following
total loss:
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residual, and the teacher is deeper.

• Different depth: have attention transfer on output activations of each group of residual
blocks

Similar cases apply also to other architectures (such as NIN, in which case a group refers to a block
of a 3 ⇥ 3, 1 ⇥ 1, 1 ⇥ 1 convolutions). In fig. 5 we provide a schematic illustration of the different
depth case for residual network architectures.

Without loss of generality, we assume that transfer losses are placed between student and teacher
attention maps of same spatial resolution, but, if needed, attention maps can be interpolated to match
their shapes. Let S, T and WS , WT denote student, teacher and their weights correspondingly, and
let L(W, x) denote a standard cross entropy loss. Let also I denote the indices of all teacher-student
activation layer pairs for which we want to transfer attention maps. Then we can define the following
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Matching sparsity patterns
• Intuition: the teacher and student networks should have similar sparsity patterns after the ReLU 

activation. A neuron is activated after ReLU if its value is larger than 0, denoted by the indicator 
function . 


• We want to minimize , where S and T corresponds to student 
and teacher networks, respectively. 

"(x) = 1[x > 0]
'(I) = ! !"(T(I)) " "(S(I)) ! !1
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Deactivated region

Feature space of teacher network

Activated region

StrongWeak

Figure 1: The concept of the proposed knowledge transfer method. The proposed method concentrates on the activation of
neurons, not the magnitude of neuron responses. This concentration enables more precise transfer of the activation boundaries.

whether a neuron is activated or not, i.e.,

⇢(x) =

⇢
1, if x > 0
0, otherwise.

(2)

The new loss to transfer the neuron activation is given by

L(I) = k⇢(T (I))� ⇢(S(I))k1, (3)

which is referred to as the activation transfer loss in our
paper. The activation transfer loss is a function that gives
a constant penalty when the activations of teacher and stu-
dent are different. Regardless of the magnitude of neuron
responses, all neurons have the same weight. The lower part
of Figure 1 shows knowledge transfer using the activation
transfer loss. Although the magnitude of neuron responses
are not well transferred, it is trained to keep the activation of
teacher neurons. Thus, the activation boundaries are accu-
rately transferred. Considering the importance of activation
boundaries in a neural network, the activation transfer loss
is more efficient in knowledge transfer than the mean square
error.

The activation transfer loss is suitable for transfer of acti-
vation boundaries. However, since ⇢() is a discrete function,
the activation transfer loss can not be minimized by gradient
descent. Therefore, we propose an alternative loss that can
be minimized by gradient descent. Minimizing the activation
transfer loss is similar to learning a binary classifier. The ac-
tivation of teacher neurons ⇢(T (I)) correspond to class la-
bels. The response of student neuron should be greater than
0 if the teacher neuron is active and less than 0 if the teacher
neuron is deactivated. Inspired by this similarity, the alterna-
tive loss is designed similar to the hinge loss (Rosasco et al.
2004) used in SVM (Cortes and Vapnik 1995).

L(I) = k⇢(T (I))� �(µ1� S(I))
+ (1� ⇢(T (I)))� �(µ1+ S(I))k22 (4)

The symbol � means element-wise product of vectors. The
1 represents a vector of length M where all component val-
ues are equal to one. The alternative loss gives a square
penalty for student neurons with different activations, and
does not care about neurons with the same activation. In
addition, the margin µ is introduced for stability of train-
ing. To understand the alternative loss function, we explain
it in terms of gradients. For convenience, the i-th element
of neuron response vector is denoted as ti (teacher) and si

(student). The derivative of (4) with respect to si is

� @L(I)
@si

=

8
<

:

2(si � µ), if ⇢(ti) = 1 and si < µ

�2(si + µ), if ⇢(ti) = 0 and si > �µ

0, otherwise.
(5)

When the teacher neuron is activated and the student re-
sponse is less than a margin µ, then the gradient becomes
positive. Conversely, when the teacher neuron is deactivated
and the student response is greater than the minus margin
�µ, the gradient becomes negative. Otherwise, the gradi-
ent is zero. Therefore, minimizing the alternative loss makes
neurons of the teacher and student have the same activation,
and puts a margin to the student’s neuron response for sta-
bility. The proposed method is to transfer neuron responses
using the alternative loss. Since the alternative loss approx-
imates the activation transfer loss, the proposed method
transfers the activation boundaries. Effectiveness of the pro-
posed method and the fact that the alternative loss actually
approximates the activation transfer loss are verified in the
experiment section.

Number of neurons

In the previous section, we explain only the case where the
number of neurons in a teacher and a student are the same.
However, if architecture of a teacher and a student are differ-
ent, such as in the case of network compression, the number

Strength of response

StrongWeak

Figure 1: The concept of the proposed knowledge transfer method. The proposed method concentrates on the activation of
neurons, not the magnitude of neuron responses. This concentration enables more precise transfer of the activation boundaries.

whether a neuron is activated or not, i.e.,

⇢(x) =

⇢
1, if x > 0
0, otherwise.

(2)

The new loss to transfer the neuron activation is given by

L(I) = k⇢(T (I))� ⇢(S(I))k1, (3)

which is referred to as the activation transfer loss in our
paper. The activation transfer loss is a function that gives
a constant penalty when the activations of teacher and stu-
dent are different. Regardless of the magnitude of neuron
responses, all neurons have the same weight. The lower part
of Figure 1 shows knowledge transfer using the activation
transfer loss. Although the magnitude of neuron responses
are not well transferred, it is trained to keep the activation of
teacher neurons. Thus, the activation boundaries are accu-
rately transferred. Considering the importance of activation
boundaries in a neural network, the activation transfer loss
is more efficient in knowledge transfer than the mean square
error.

The activation transfer loss is suitable for transfer of acti-
vation boundaries. However, since ⇢() is a discrete function,
the activation transfer loss can not be minimized by gradient
descent. Therefore, we propose an alternative loss that can
be minimized by gradient descent. Minimizing the activation
transfer loss is similar to learning a binary classifier. The ac-
tivation of teacher neurons ⇢(T (I)) correspond to class la-
bels. The response of student neuron should be greater than
0 if the teacher neuron is active and less than 0 if the teacher
neuron is deactivated. Inspired by this similarity, the alterna-
tive loss is designed similar to the hinge loss (Rosasco et al.
2004) used in SVM (Cortes and Vapnik 1995).

L(I) = k⇢(T (I))� �(µ1� S(I))
+ (1� ⇢(T (I)))� �(µ1+ S(I))k22 (4)

The symbol � means element-wise product of vectors. The
1 represents a vector of length M where all component val-
ues are equal to one. The alternative loss gives a square
penalty for student neurons with different activations, and
does not care about neurons with the same activation. In
addition, the margin µ is introduced for stability of train-
ing. To understand the alternative loss function, we explain
it in terms of gradients. For convenience, the i-th element
of neuron response vector is denoted as ti (teacher) and si

(student). The derivative of (4) with respect to si is

� @L(I)
@si

=

8
<

:

2(si � µ), if ⇢(ti) = 1 and si < µ

�2(si + µ), if ⇢(ti) = 0 and si > �µ

0, otherwise.
(5)

When the teacher neuron is activated and the student re-
sponse is less than a margin µ, then the gradient becomes
positive. Conversely, when the teacher neuron is deactivated
and the student response is greater than the minus margin
�µ, the gradient becomes negative. Otherwise, the gradi-
ent is zero. Therefore, minimizing the alternative loss makes
neurons of the teacher and student have the same activation,
and puts a margin to the student’s neuron response for sta-
bility. The proposed method is to transfer neuron responses
using the alternative loss. Since the alternative loss approx-
imates the activation transfer loss, the proposed method
transfers the activation boundaries. Effectiveness of the pro-
posed method and the fact that the alternative loss actually
approximates the activation transfer loss are verified in the
experiment section.

Number of neurons

In the previous section, we explain only the case where the
number of neurons in a teacher and a student are the same.
However, if architecture of a teacher and a student are differ-
ent, such as in the case of network compression, the number
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A Gift from Knowledge Distillation: Fast Optimization, Network Minimization and Transfer Learning [Yim et al., CVPR 2017]

Figure 2. Complete architecture of our proposed method. The numbers of layers of the teacher and student networks can be changed.

The FSP matrices are extracted at the three sections that maintain the same spatial size. There are two stages of our proposed method. In

stage 1, the student network is trained to minimize the distance between the FSP matrices of the student and teacher networks. Then, the

pretrained weights of the student DNN are used for the initial weight in stage 2. Stage 2 represents the normal training procedure.

3.4. Learning Procedure

Our transfer method uses the distilled knowledge gener-
ated by the teacher network. To clearly explain what the
teacher network represents in our paper, we define two con-
ditions. First, the teacher network should be pretrained by
some dataset. This dataset can be the same or different from
the one that the student network will learn. The teacher net-
work uses a different dataset from that of the student net-
work in the case of a transfer learning task. Second, the
teacher network can be deeper or shallower than the student
network. However, we consider a teacher network that is
the same or deeper than the student network.

The learning procedure contains two stages of training.
First, we minimize the loss function LFSP to make the FSP
matrix of the student network similar to that of the teacher
network. The student network that went through the first
stage is now trained by the main task loss at the second
stage. Because we used the classification task to verify
the effectiveness of our proposed method, we can use the
softmax cross entropy loss Lori as the main task loss. The
learning procedure is explained below in Algorithm 1.

Algorithm 1 Transfer the distilled knowledge

Stage 1: Learning the FSP matrix
Weights of the student and teacher networks: Ws , Wt

1: Ws = argminWs
LFSP (Wt ,Ws)

Stage 2: Training for the original task

1: Ws = argminWs
Lori(Ws)

4. Experiments

We conducted three experiments to verify the effective-
ness of our proposed knowledge transfer technique. For all
experiment settings, we used a deep residual network [8]
for the base architecture. Interestingly, the deep resid-
ual network has shortcut connections to make an ensem-
ble structure [24]. Furthermore, the shortcut connections
allow training of much deeper networks. Because of these
two reasons, many researchers use the residual network for
various tasks. Figure 2 shows the base architecture of the
deep residual network. There are several sections that main-
tain the same spatial size of feature maps by using the zero
padding. For example, the deep residual network in this
figure consists of three sections. Although there are no con-
straints on how to select the two layers to make the FSP
matrix, we selected the first and last layers in a section. Fur-
thermore, because the FSP matrix can be generated by two
layer features with the same spatial size, we used the max
pooling layer to make the same spatial size if the sizes of
two layer features are different.

We used three representative tasks to verify the useful-
ness of the proposed knowledge transfer technique. By
learning the flow of the solution procedure, the student net-
work can study a task faster than usual, as discussed in
Sec. 4.1. Furthermore, the FSP matrix generated by the
teacher network allows the student network to outperform
a student network that is trained alone, as described in
Sec. 4.2. We considered the case where the teacher and stu-
dent networks are trained by the same dataset for the same
task. Sec. 4.3 expands on the ideas for application by deal-
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Use inner product to extract relational information (a matrix of shape , reduction on the spatial dimensions) for both 
student and teacher networks.


Note: the student and teacher networks only differ in number of layers, not number of channels.
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Figure 2. Complete architecture of our proposed method. The numbers of layers of the teacher and student networks can be changed.

The FSP matrices are extracted at the three sections that maintain the same spatial size. There are two stages of our proposed method. In

stage 1, the student network is trained to minimize the distance between the FSP matrices of the student and teacher networks. Then, the

pretrained weights of the student DNN are used for the initial weight in stage 2. Stage 2 represents the normal training procedure.

3.4. Learning Procedure

Our transfer method uses the distilled knowledge gener-
ated by the teacher network. To clearly explain what the
teacher network represents in our paper, we define two con-
ditions. First, the teacher network should be pretrained by
some dataset. This dataset can be the same or different from
the one that the student network will learn. The teacher net-
work uses a different dataset from that of the student net-
work in the case of a transfer learning task. Second, the
teacher network can be deeper or shallower than the student
network. However, we consider a teacher network that is
the same or deeper than the student network.

The learning procedure contains two stages of training.
First, we minimize the loss function LFSP to make the FSP
matrix of the student network similar to that of the teacher
network. The student network that went through the first
stage is now trained by the main task loss at the second
stage. Because we used the classification task to verify
the effectiveness of our proposed method, we can use the
softmax cross entropy loss Lori as the main task loss. The
learning procedure is explained below in Algorithm 1.

Algorithm 1 Transfer the distilled knowledge

Stage 1: Learning the FSP matrix
Weights of the student and teacher networks: Ws , Wt

1: Ws = argminWs
LFSP (Wt ,Ws)

Stage 2: Training for the original task

1: Ws = argminWs
Lori(Ws)

4. Experiments

We conducted three experiments to verify the effective-
ness of our proposed knowledge transfer technique. For all
experiment settings, we used a deep residual network [8]
for the base architecture. Interestingly, the deep resid-
ual network has shortcut connections to make an ensem-
ble structure [24]. Furthermore, the shortcut connections
allow training of much deeper networks. Because of these
two reasons, many researchers use the residual network for
various tasks. Figure 2 shows the base architecture of the
deep residual network. There are several sections that main-
tain the same spatial size of feature maps by using the zero
padding. For example, the deep residual network in this
figure consists of three sections. Although there are no con-
straints on how to select the two layers to make the FSP
matrix, we selected the first and last layers in a section. Fur-
thermore, because the FSP matrix can be generated by two
layer features with the same spatial size, we used the max
pooling layer to make the same spatial size if the sizes of
two layer features are different.

We used three representative tasks to verify the useful-
ness of the proposed knowledge transfer technique. By
learning the flow of the solution procedure, the student net-
work can study a task faster than usual, as discussed in
Sec. 4.1. Furthermore, the FSP matrix generated by the
teacher network allows the student network to outperform
a student network that is trained alone, as described in
Sec. 4.2. We considered the case where the teacher and stu-
dent networks are trained by the same dataset for the same
task. Sec. 4.3 expands on the ideas for application by deal-
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Abstract

Knowledge distillation aims at transferring knowledge

acquired in one model (a teacher) to another model (a stu-

dent) that is typically smaller. Previous approaches can be

expressed as a form of training the student to mimic output

activations of individual data examples represented by the

teacher. We introduce a novel approach, dubbed relational

knowledge distillation (RKD), that transfers mutual rela-

tions of data examples instead. For concrete realizations

of RKD, we propose distance-wise and angle-wise distilla-

tion losses that penalize structural differences in relations.

Experiments conducted on different tasks show that the pro-

posed method improves educated student models with a sig-

nificant margin. In particular for metric learning, it allows

students to outperform their teachers’ performance, achiev-

ing the state of the arts on standard benchmark datasets.

1. Introduction

Recent advances in computer vision and artificial intel-
ligence have largely been driven by deep neural networks
with many layers, and thus current state-of-the-art models
typically require a high cost of computation and memory
in inference. One promising direction for mitigating this
computational burden is to transfer knowledge in the cum-
bersome model (a teacher) into a small model (a student).
To this end, there exist two main questions: (1) ‘what con-
stitutes the knowledge in a learned model?’ and (2) ‘how
to transfer the knowledge into another model?’. Knowledge
distillation (or transfer) (KD) methods [3, 4, 11] assume the
knowledge as a learned mapping from inputs to outputs, and
transfer the knowledge by training the student model with
the teacher’s outputs (of the last or a hidden layer) as targets.
Recently, KD has turned out to be very effective not only in
training a student model [1, 11, 12, 27, 47] but also in im-
proving a teacher model itself by self-distillation [2, 9, 45].

In this work, we revisit KD from a perspective of the lin-

*The work was done when Wonpyo Park was an intern at MSR.
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Figure 1: Relational Knowledge Distillation. While con-
ventional KD transfers individual outputs from a teacher
model (fT ) to a student model (fS) point-wise, our ap-
proach transfers relations of the outputs structure-wise. It
can be viewed as a generalization of conventional KD.

guistic structuralism [19], which focuses on structural rela-
tions in a semiological system. Saussure’s concept of the
relational identity of signs is at the heart of structuralist the-
ory; “In a language, as in every other semiological system,
what distinguishes a sign is what constitutes it” [30]. In this
perspective, the meaning of a sign depends on its relations
with other signs within the system; a sign has no absolute
meaning independent of the context.

The central tenet of our work is that what constitutes the
knowledge is better presented by relations of the learned
representations than individuals of those; an individual data
example, e.g., an image, obtains a meaning in relation to
or in contrast with other data examples in a system of rep-
resentation, and thus primary information lies in the struc-
ture in the data embedding space. On this basis, we intro-
duce a novel approach to KD, dubbed Relational Knowl-

edge Distillation (RKD), that transfers structural relations
of outputs rather than individual outputs themselves (Fig-
ure 1). For its concrete realizations, we propose two RKD
losses: distance-wise (second-order) and angle-wise (third-

1

ar
X

iv
:1

90
4.

05
06

8v
2 

 [c
s.C

V
]  

1 
M

ay
 2

01
9

Conventional KD focuses on matching features / logits for one input. 

Relational KD looks at the relations between intermediate features from multiple inputs. 
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Relational Knowledge Distillation [Park et al., CVPR 2019]
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Figure 2: Individual knowledge distillation (IKD) vs. relational knowledge distillation (RKD). While conventional KD (IKD)
transfers individual outputs of the teacher directly to the student, RKD extracts relational information using a relational
potential function  (·), and transfers the information from the teacher to the student.

the hidden layer output of the student usually has a smaller
dimension than that of the teacher, a linear mapping � is
introduced to bridge the different dimensions:

X

xi2X

��fT (xi)� �
�
fS(xi)

���2
2
. (3)

Likewise, many other methods [1, 2, 8, 12, 25, 45, 47]
can also be formulated as a form of Eq. (1). Essentially,
conventional KD transfers individual outputs of the teacher
to the student. We thus call this category of KD methods as
Individual KD (IKD).

3.2. Relational knowledge distillation

RKD aims at transferring structural knowledge using
mutual relations of data examples in the teacher’s output
presentation. Unlike conventional approaches, it computes
a relational potential  for each n-tuple of data examples
and transfers information through the potential from the
teacher to the student.

For notational simplicity, let us define ti = fT (xi) and
si = fS(xi). The objective for RKD is expressed as

LRKD =
X

(x1,..,xn)2XN

l
�
 (t1, .., tn), (s1, .., sn)

�
, (4)

where (x1, x2, ..., xn) is a n-tuple drawn from XN ,  is a
relational potential function that measures a relational en-
ergy of the given n-tuple, and l is a loss that penalizes dif-
ference between the teacher and the student. RKD trains the
student model to form the same relational structure with that
of the teacher in terms of the relational potential function
used. Thanks to the potential, it is able to transfer knowl-
edge of high-order properties, which is invariant to lower-
order properties, even regardless of difference in output di-
mensions between the teacher and the student. RKD can be
viewed as a generalization of IKD in the sense that Eq. (4)
above reduces to Eq. (1) when the relation is unary (N = 1)
and the potential function  is identity. Figure 2 illustrates
comparison between IKD and RKD.

As expected, the relational potential function  plays
a crucial role in RKD; the effectiveness and efficiency of
RKD relies on the choice of the potential function. For ex-
ample, a higher-order potential may be powerful in captur-
ing a higher-level structure but be more expensive in com-
putation. In this work, we propose two simple yet effec-
tive potential functions and corresponding losses for RKD,
which exploit pairwise and ternary relations of examples,
respectively: distance-wise and angle-wise losses.

3.2.1 Distance-wise distillation loss

Given a pair of training examples, distance-wise potential
function  D measures the Euclidean distance between the
two examples in the output representation space:

 D(ti, tj) =
1

µ
kti � tjk2 , (5)

where µ is a normalization factor for distance. To focus
on relative distances among other pairs, we set µ to be the
average distance between pairs from X 2 in the mini-batch:

µ =
1

|X 2|
X

(xi,xj)2X 2

kti � tjk2 . (6)

Since distillation attempts to match the distance-wise po-
tentials between the teacher and the student, this mini-batch
distance normalization is useful particularly when there is
a significant difference in scales between teacher distances
kti � tjk2 and student distances ksi � sjk2, e.g., due to the
difference in output dimensions. In our experiments, we
observed that the normalization provides more stable and
faster convergence in training.

Using the distance-wise potentials measured in both the
teacher and the student, a distance-wise distillation loss is
defined as

LRKD-D =
X

(xi,xj)2X 2

l�
�
 D(ti, tj), D(si, sj)

�
, (7)

Representative method: FSP (previous slide)

Relation within the model, calculated separately for each input

Representative method: RKD

Relation across different samples

 is a 
vector of length  representing pairwise distances of feature vectors.

#(s1, s2, . . . , sn) = ($s1 " s2$2
2,$s1 " s3$2

2, . . . ,$s1 " sn$2
2, . . .$sn"1 " sn$2

2)
n(n " 1)/2

https://efficientml.ai


MIT 6.S965: TinyML and Efficient Deep Learning Computing https://efficientml.ai

Self and Online Distillation

33

1. Self Distillation 
2. Online Distillation 
3. Combined

https://efficientml.ai


MIT 6.S965: TinyML and Efficient Deep Learning Computing https://efficientml.ai

Overview of knowledge distillation
Teacher model is usually larger than the student model and is fixed
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Knowledge Distillation: A Survey [Gou et al., IJCV 2020]
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Discussion: What is the disadvantage of fixed large teachers? Does it have to be the 
case that we need a fixed large teacher in KD?

https://efficientml.ai


MIT 6.S965: TinyML and Efficient Deep Learning Computing https://efficientml.ai

Self-Distillation with Born-Again NNs

• Born-Again Networks generalizes defensive distillation by adding iterative training stages and 
using both classification objective and distillation objective in subsequent stages.


• Network architecture .

• Network accuracy .

• Can alternatively ensemble  to get even better performance.

T = S1 = S2 = . . . = Sk
T < S1 < S2 < . . . < Sk

T, S1, S2, . . . , Sk

36
Born-Again Neural Networks [Furlanello et al., ICML 2018]

Born Again Neural Networks

Figure 1. Graphical representation of the BAN training procedure: during the first step the teacher model T is trained from the labels
Y . Then, at each consecutive step, a new identical model is initialized from a different random seed and trained from the supervision of
the earlier generation. At the end of the procedure, additional gains can be achieved with an ensemble of multiple students generations.

labels using importance weights for each sample based on
the teacher’s confidence in its maximum value. Experiments
investigating the importance of each term are aimed at quan-
tifying the contribution of dark knowledge to the success of
KD.

Furthermore, we explore whether the objective function
induced by the DenseNet teacher can be used to improve a
simpler architecture like ResNet bringing it close to state-of-
the-art accuracy. We construct Wide-ResNets (Zagoruyko
& Komodakis, 2016b) and Bottleneck-ResNets (He et al.,
2016b) of comparable complexity to their teacher and show
that these BAN-as-ResNets surpass their DenseNet teachers.
Analogously we train DenseNet students from Wide-ResNet
teachers, which drastically outperform standard ResNets.
Thus, we demonstrate that weak masters can still improve
performance of students, and KD need not be used with
strong masters.

2. Related Literature
We briefly review the related literature on knowledge distil-
lation and the models used in our experiments.

2.1. Knowledge Distillation

A long line of papers have sought to transfer knowledge
between one model and another for various purposes. Some-
times the goal is compression: to produce a compact model
that retains the accuracy of a larger model that takes up more
space and/or requires more computation to make predictions
(Bucilua et al., 2006; Hinton et al., 2015). Breiman & Shang
(1996) proposed compressing neural networks and multiple-
tree predictors by approximating them with a single tree.
More recently, others have proposed to transfer knowledge

from neural networks by approximating them with simpler
models like decision trees (Chandra et al., 2007) and gener-
alized additive models (Tan et al., 2018) for the purpose of
increasing transparency or interpretability. Further, Frosst
& Hinton (2017) proposed distilling deep networks into
decision trees for the purpose of explaining decisions. We
note that in each of these cases, what precisely is meant by
interpretability or transparency is often undeclared and the
topic remains fraught with ambiguity (Lipton, 2016).

Among papers seeking to compress models, the goal of
knowledge transfer is simple: produce a student model that
achieves better accuracy by virtue of knowledge transfer
from the teacher model than it would if trained directly.
This research is often motivated by the resource constraints
of underpowered devices like cellphones and internet-of-
things devices. In a pioneering work, Bucilua et al. (2006)
compress the information in an ensemble of neural networks
into a single neural network. Subsequently, with modern
deep learning tools, Ba & Caruana (2014) demonstrated a
method to increase the accuracy of shallow neural networks,
by training them to mimic deep neural networks, using an
penalizing the L2 norm of the difference between the stu-
dent’s and teacher’s logits. In another recent work, Romero
et al. (2014) aim to compress models by approximating the
mappings between teacher and student hidden layers, us-
ing linear projection layers to train the relatively narrower
students.

Interest in KD increased following Hinton et al. (2015), who
demonstrated a method called dark knowledge, in which
a student model trains with the objective of matching the
full softmax distribution of the teacher model. One paper
applying ML to Higgs Boson and supersymmetry detec-
tion, made the (perhaps inevitable) leap to applying dark
knowledge to the search for dark matter (Sadowski et al.,
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Online Distillation
Deep Mutual Learning

• Idea of deep mutual learning: for both teacher and student networks, we want to add a distillation 
objective that minimizes the output distribution of the other party.


• ;

• .

• Note: it is not necessary to pretrain  and  is allowed. 

'(S) = CrossEntropy(S(I), y) + KL(S(I), T(I))
'(T) = CrossEntropy(T(I), y) + KL(T(I), S(I))

T S = T
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Deep Mutual Learning [Zhang et al., CVPR 2018]
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Figure 1. Deep Mutual Learning (DML) schematic. Each network is trained with a supervised learning loss, and a Kullback Leibler

Divergence based mimcry loss to match the probability estimates of its peers.

xi given by a neural network !1 is computed as

pm1 (xi) =
exp(zm1 )

!M
m=1

exp(zm1 )
, (1)

where the logit zm is the output of the “softmax” layer in
!1.

For multi-class classification, the objective function to
train the network !1 is defined as the cross entropy error
between the predicted values and the correct labels,

LC1
= !

N
"

i=1

M
"

m=1

I(yi,m) log(pm1 (xi)), (2)

with an indicator function I defined as

I(yi,m) =

#

1 yi = m
0 yi "= m

(3)

The conventional supervised loss trains the network to
predict the correct labels for the training instances. To im-
prove the generalisation performance of !1 on the testing
instances, we use another peer network !2 to provide train-
ing experience in the form of its posterior probability p2.
To quantify the match of the two network’s predictions p1

and p2, we use the Kullback Leibler (KL) Divergence.
The KL distance from p1 to p2 is computed as

DKL(p2#p1) =
N
"

i=1

M
"

m=1

pm2 (xi) log
pm2 (xi)

pm1 (xi)
. (4)

The overall loss functions L!1
and L!2

for networks !1

and !2 respectively are thus:

L!1
= LC1

+DKL(p2#p1). (5)

L!2
= LC2

+DKL(p1#p2). (6)

In this way each network learns both to correctly predict
the true label of training instances (supervised loss LC) as
well as to match the probability estimate of its peer (KL
mimicry loss).

Our KL divergence based mimicry loss is asymmetric,
thus different for the two networks. One can instead use a
symmetric Jensen-Shannon Divergence loss:

1

2
(DKL(p1#p2) +DKL(p1#p2)). (7)

However, we found empirically that whether a symmetric or
asymmetric KL loss is used does not make any difference.

3.2. Optimisation

A key difference between model distillation and DML
is that in DML, the two models are optimised jointly and
collaboratively, with the optimisation processes for the two
models being closely intervened. The mutual learning strat-
egy is embedded in each mini-batch based model update
step for both models and throughout the whole training pro-
cess. The models are learned with the same mini-batches.
At each iteration, we compute the predictions of the two
models and update both networks’ parameters according to
the predictions of the other. The optimisation of !1 and !2

is conducted iteratively until convergence. The optimisation
details are summarised in Algorithm 1. It consists of 4 se-
quential steps if running on a single GPU. When two GPUs
are available, distributed training can be implemented by
running Steps 1, 2 on one GPU and Steps 3,4 on another in
parallel.

3.3. Extension to Larger Student Cohorts

The proposed DML approach naturally extends to more
networks in the student cohort. Given K networks
!1,!2, ...,!K(K $ 2), the objective function for opti-
mising !k, (1 % k % K) becomes

L!k
= LCk

+
1

K ! 1

K
"

l=1,l !=k

DKL(pl#pk). (10)

Equation (10) indicates that with K networks, DML for
each student effectively takes the other K ! 1 networks in
the cohort as teachers to provide mimicry targets. Equa-
tion (6) is now a special case of (10) with K = 2. Note that
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 can be the same or different, and they are trained from scratch.(1, (2
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Deep Mutual Learning [Zhang et al., CVPR 2018]

Network Types
CIFAR-10 CIFAR-100

Independent DML DML-Ind Independent DML DML-Ind

Net 1 Net 2 Net 1 Net 2 Net 1 Net 2 Net 1 Net 2 Net 1 Net 2 Net 1 Net 2 Net 1 Net 2

Resnet-32 Resnet-32 92.47 92.47 92.68 92.80 0.21 0.33 68.99 68.99 71.19 70.75 2.20 1.76
WRN-28-10 Resnet-32 95.01 92.47 95.75 93.18 0.74 0.71 78.69 68.99 78.96 70.73 0.27 1.74
MobileNet Resnet-32 93.59 92.47 94.24 93.32 0.65 0.85 73.65 68.99 76.13 71.10 2.48 2.11
MobileNet MobileNet 93.59 93.59 94.10 94.30 0.51 0.71 73.65 73.65 76.21 76.10 2.56 2.45

WRN-28-10 MobileNet 95.01 93.59 95.73 94.37 0.72 0.78 78.69 73.65 80.28 77.39 1.59 3.74
WRN-28-10 WRN-28-10 95.01 95.01 95.66 95.63 0.65 0.62 78.69 78.69 80.28 80.08 1.59 1.39

Table 2. Top-1 accuracy (%) on the CIFAR-10 and CIFAR-100 dataset. “DML-Ind” measures the difference in accuracy between the

network learned with DML and the same network learned independently.

age padded by 4 pixels on each side, filling missing pixels
with reflections of original image. For Market-1501, we use
the Adam optimiser [11], with learning rate lr = 0.0002,
!1 = 0.5, !2 = 0.999 and a mini-batch size of 16. For
ImageNet, we use RMSProp with decay of 0.9, mini-batch
size of 64, and initial learning rate of 0.1. The learning rate
decayed every 20 epochs using an exponential rate of 0.16.

4.2. Results on CIFAR-100

Table 2 compares the Top-1 accuracy of the CIFAR-100
dataset obtained by various architectures in a two-network
DML cohort. From the table we can make the follow-
ing observations: (i) All the network combinations among
ResNet-32, MobileNet and WRN-28-10 improve perfor-
mance when learning in a cohort compared to learning inde-
pendently, indicated by the all positive values in the “DML-
Independent” columns. (ii) The networks with smaller ca-
pacity (ResNet-32 and MobileNet) generally benefit more
from DML. (iii) Although WRN-28-10 is a much larger net-
work than MobileNet or ResNet-32 (Table 1), it still benefits
from being trained together with a smaller peer. (iv) Train-
ing a cohort of large networks (WRN-28-10) is still ben-
eficial compared to learning them independently. Thus in
contrast to the conventional wisdom of model distillation,
we see that a large pre-trained teacher does not necessary
bring large benefits, and multiple large networks can still
benefit from our distillation-like process.

4.3. Results on Market-1501

In this experiment, we use MobileNet in a two-network
DML cohort. Table 3 summarises the mAP (%) and rank-
1 accuracy (%) of Market-1501 of MobileNets trained
with/without DML, as well as the comparison against ex-
isting state of the art methods. We can see that on this more
challenging instance recognition problem, DML greatly im-
proves the performance of MobileNet compared to indepen-
dent learning, both with and without pre-training on Ima-
geNet. It can also be seen that our DML approach using two
MobileNets significantly outperforms prior state-of-the-art
deep re-id methods. This is noteworthy as MobileNet is

Method pre?
Single-Query Multi-Query

mAP Rank-1 mAP Rank-1

Gated S-CNN [26] no 39.55 65.88 48.45 76.04

k-reciprocal [35] yes 63.63 77.11 - -

MSCAN [13] no 57.53 80.31 66.70 86.79

PDC [23] no 63.41 84.14 - -

DLPAR [32] no 63.40 81.00 - -

MobileNet no 50.15 76.87 60.16 84.06

MobileNet+DML no 54.71 79.12 64.10 85.63

MobileNet yes 65.06 85.01 74.53 90.59

MobileNet+DML yes 70.51 89.34 78.95 92.81

Table 3. Comparative results on the Market-1501 dataset. Each

MobileNet is trained in a two-network cohort and the averaged

performance of the two networks in the cohort is reported. ‘pre?’

indicates whether ImageNet pretraining was carried out.

a simple, small, and general-purpose network. In contrast
many recently proposed deep re-id networks such as those
in [31, 23, 34] have complicated and specially designed ar-
chitectures to handle the drastic pose-changes and body-part
mis-alignment when matching people across camera views.

4.4. Results on ImageNet

Figure 2 (a) compares MobileNet and InceptionV1 accu-
racy on ImageNet with Independent and DML training. We
can see that the DML variants of both architectures con-
sistently performs better than their independently trained
counterparts. These results show that DML is applicable
to large-scale problems.

4.5. Distributed Training of DML

To investigate the impact of training strategy on DML,
we compared two DML variants: 1) sequential: train two
networks according to Algorithm 1 on one GPU; two net-
works are updated one after the other; 2) distributed: each
network is trained on a separate GPU and CPU is used for
KL divergence communication; in this way, the predictions
and parameters of two networks are updated simultane-
ously. We experiment on Market-1501 with 2 MobileNets,

4324

Deep mutual learning can improve both student (net 2) and teacher (net 1) models.
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Knowledge Distillation by On-the-Fly Native Ensemble [Lan et al., NeurIPS 2018]
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Figure 1: Overview of online distillation training of ResNet-110 by the proposed On-the-fly Native
Ensemble (ONE). With ONE, we start by reconfiguring the target network by adding m auxiliary
branches on shared low-level layers. All branches together with shared layers make individual models,
all of which are then used to construct a stronger teacher model. During the mini-batch training
process, we employ the teacher to assemble knowledge of branch models on-the-fly, which is in turn
distilled back to all branches to enhance the model learning in a closed-loop form. In test, auxiliary
branches are discarded or kept according to the deployment efficiency requirement.

3 Knowledge Distillation by On-the-Fly Native Ensemble

We formulate an online distillation training method based on a concept of On-the-fly Native Ensemble
(ONE). For understanding convenience, we take ResNet-110 [4] as an example. It is straightforward
to apply ONE to other network architectures. For model training, we often have access to n labelled
training samples D = {(xi, yi)}ni with each belonging to one of C classes yi 2 Y = {1, 2, · · · , C}.
The network ✓ outputs a probabilistic class posterior p(c|x,✓) for a sample x over a class c as:

p(c|x,✓) = fsm(z) =
exp(zc)

PC
j=1 exp(z

j)
, c 2 Y (1)

where z is the logits or unnormalised log probability outputted by the network ✓. To train a multi-class
classification model, we typically adopt the Cross-Entropy (CE) measurement between the predicted
and ground-truth label distributions as the objective loss function:

Lce = �
CX

c=1

�c,y log
⇣
p(c|x,✓)

⌘
(2)

where �c,y is Dirac delta which returns 1 if c is the ground-truth label, and 0 otherwise. With the CE
loss, the network is trained to predict the correct class label in a principle of maximum likelihood. To
further enhance the model generalisation, we concurrently distil extra knowledge from an on-the-fly
native ensemble (ONE) teacher to each branch in training.

On-the-Fly Native Ensemble. An overview of the ONE architecture is depicted in Fig 1. The ONE
consists of two components: (1) m auxiliary branches with the same configuration (Res4X block and
an individual classifier), each of which serves as an independent classification model with shared
low-level stages/layers. This is because low-level features are largely shared across different network
instances and sharing them allows to reduce the training cost. (2) A gating component which learns
to ensemble all (m+1) branches to build a stronger teacher model. It is constructed by one fully
connected (FC) layer followed by batch normalisation, ReLU activation, and softmax, using the same
input features as the branches.

3

• Idea: generating multiple output probability distributions and ensemble them as the target 
distribution for knowledge distillation.


• Similar to DML, ONE allows the teacher model to be exactly the same as the student model, and it 
does not require pretraining the teacher network first. It is also not necessary to train two models 
as in DML.

Gate is used for ensembling 
logits from different branches.

Add more parallel branches to 
the backbone

Note: p̃i = p̃e
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Knowledge Distillation by On-the-Fly Native Ensemble [Lan et al., NeurIPS 2018]

Method CIFAR10 CIFAR100 SVHN Params
ResNet-32 [4] 6.93 31.18 2.11 0.5M
ResNet-32 + ONE 5.99±0.05 26.61±0.06 1.83±0.05 0.5M
ResNet-110 [4] 5.56 25.33 2.00 1.7M
ResNet-110 + ONE 5.17±0.07 21.62±0.26 1.76±0.07 1.7M
ResNeXt-29(8⇥64d) [23] 3.69 17.77 1.83 34.4M
ResNeXt-29(8⇥64d) + ONE 3.45±0.04 16.07±0.08 1.70±0.03 34.4M
DenseNet-BC(L=190, k=40) [30] 3.32 17.53 1.73 25.6M
DenseNet-BC(L=190, k=40) + ONE 3.13±0.07 16.35±0.05 1.63±0.05 25.6M

Table 1: Evaluation of our ONE method on CIFAR and SVHN. Metric: Error rate (%).

3-branch ONE (m=2) design unless stated otherwise. We separated the last block of each backbone
net from the parameter sharing (except on ImageNet we separated the last 2 blocks to give more
learning capacity to branches) without extra structural optimisation (see ResNet-110 for example in
Fig 1). Following [10], we set T = 3 in all the experiments. Cross-validation of this parameter T
may give better performance but at the cost of extra model tuning.

4.1 Evaluation of On-the-Fly Native Ensemble

Results on CIFAR and SVHN. Table 1 compares top-1 error rate performances of four varying-
capacity state-of-the-art network models trained by the conventional and our ONE learning algorithms.
We have these observations: (1) All different networks benefit from the ONE training algorithm,
particularly with small models achieving larger performance gains. This suggests a generic superiority
of our method for online knowledge distillation from the on-the-fly teacher to the target student model.
(2) All individual branches have similar performances, indicating that they have made sufficient
agreement and exchanged respective knowledge to each other well through the proposed ONE teacher
model during training.

Method Top-1 Top-5
ResNet-18 [4] 30.48 10.98
ResNet-18 + ONE 29.45±0.23 10.41±0.12
ResNeXt-50 [23] 22.62 6.29
ResNeXt-50 + ONE 21.85±0.07 5.90±0.05
SeNet-ResNet-18 [31] 29.85 10.72
SeNet-ResNet-18 + ONE 29.02±0.17 10.13±0.12
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Error rates on ImageNet
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It is shown that the proposed ONE learning algorithm again yields more effective training and more
generalisable models in comparison to the vanilla SGD. This indicates that our method is generically
applicable in large scale image classification settings.
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Comparison with DML (TrCost: training cost, TeCost: testing cost)
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Be Your Own Teacher: Improve the Performance of Convolutional Neural Networks via Self Distillation [Zhang et al., ICCV 2019]

Figure 2. This figure shows the details of a ResNet equipped with proposed self distillation. (i) A ResNet has been divided into four

sections according to their depth. (ii) Additional bottleneck and fully connected layers are set after each section, which constitutes multiple

classifiers. (iii) All of the classifiers can be utilized independently, with different accuracy and response time. (iv) Each classifier is trained

under three kinds of supervision as depicted. (v) Parts under the dash line can be removed in inference.

and teacher models in our proposed self distillation method
come from the same convolutional neural networks.

Adaptive Computation: Some researchers incline to
selectively skip several computation procedures to remove
redundancy. Their work can be witnessed from three differ-
ent angles: layers, channels and images.

Skipping some layers in neural networks. Huang et al.

proposed random layer-wise dropout in training [18]. Some
researchers extended this idea to inference. Wang et al. and
Wu et al. further extended the layer-wise dropout from
training to inference by introducing additional controller
modules or gating functions based on the current input
[37, 36]. Another extension of the layer-wise dropout solu-
tion is to design early-exiting prediction branches to reduce
the average execution depth in inference [17, 1, 35, 23].

Skipping some channels in neural networks. Yu et al.

proposed switchable batch normalization to dynamically
adjust the channels in inference [39].

Skipping less important pixels of the current input im-

ages. Inspired by the intuition that neural networks should
focus on critical details of input data [3], reinforcement
learning and deep learning algorithms are utilized to iden-
tify the importance of pixels in the input images before they
are feed into convolutional neural networks [29, 8].

Deep Supervision: Deep supervision is based on the
observation that classifiers trained on highly discriminating
features can improve the performance in inference [24]. In
order to address the vanishing gradient problem, additional
supervision is added to train the hidden layers directly. For
instance, significant performance gain has been observed
in tasks like image classification [24], objection detection
[26, 25, 28], and medical images segmentation [40, 7].

The multi-classifier architecture adopted in the proposed

self distillation framework is similar to deeply supervised
net [24]. The main difference in self distillation is that shal-
low classifiers are trained via distillation instead of only la-
bels, which leads to an obvious higher accuracy supported
by experiments results.

3. Self Distillation

In this section, we put forward self distillation techniques
as depicted in Figure 2. We construct the self distillation
framework in the following ways of thinking: To begin
with, the target convolutional neural network is divided into
several shallow sections according to its depth and original
structure. For example, ResNet50 is divided into 4 sections
according to ResBlocks. Secondly, a classifier, combined
with a bottleneck [14] layer and a fully connected layer
which are only utilized in training and can be removed in
inference, is set after each shallow section. The main con-
sideration of adding the bottleneck layer is to mitigate the
impacts between each shallow classifier, and to add L2 loss
from hints. While in training period, all the shallow sec-
tions with corresponding classifiers are trained as student
models via distillation from the deepest section, which can
be conceptually regarded as the teacher model.

In order to improve the performance of the student mod-
els, three kinds of losses are introduced during training pro-
cesses:

• Loss Source 1: Cross entropy loss from labels to not
only the deepest classifier, but also all the shallow clas-
sifiers. It is computed with the labels from the train-
ing dataset and the outputs of each classifer’s softmax
layer. In this way, the knowledge hidden in the dataset
is introduced directly from labels to all the classifiers.

3715

• Use deeper layers to distill shallower layers.

• Intuition: Labels at later stages are more reliable, so the authors use them to supervise the 

predictions from the previous stages.
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Be Your Own Teacher: Improve the Performance of Convolutional Neural Networks via Self Distillation [Zhang et al., ICCV 2019]

Neural Networks Baseline Classifier 1/4 Classifier 2/4 Classifier3/4 Classifier 4/4 Ensemble

VGG19(BN) 64.47 63.59 67.04 68.03 67.73 68.54

ResNet18 77.09 67.85 74.57 78.23 78.64 79.67

ResNet50 77.68 68.23 74.21 75.23 80.56 81.04

ResNet101 77.98 69.45 77.29 81.17 81.23 82.03

ResNet152 79.21 68.84 78.72 81.43 81.61 82.29

ResNeXt29-8 81.29 71.15 79.00 81.48 81.51 81.90

WideResNet20-8 79.76 68.85 78.15 80.98 80.92 81.38

WideResNet44-8 79.93 72.54 81.15 81.96 82.09 82.61

WideResNet28-12 80.07 71.21 80.86 81.58 81.59 82.09

PyramidNet101-240 81.12 69.23 78.15 80.98 82.30 83.51

Table 1. Experiments results of accuracy (%) on CIFAR100 (the number marked in red is lower than its baseline).

Neural Networks Baseline Classifier 1/4 Classifier 2/4 Classifier 3/4 Classifier 4/4 Ensemble

VGG19(BN) 70.35 42.53 55.85 71.07 72.45 73.03

ResNet18 68.12 41.26 51.94 62.29 69.84 68.93

ResNet50 73.56 43.95 58.47 72.84 75.24 74.73

Table 2. Experiments results of top-1 accuracy (%) on ImageNet (the number marked in red is lower than its baseline).

• Loss Source 2: KL (Kullback-Leibler) divergence loss
under teacher’s guidance. The KL divergence is com-
puted using softmax outputs between students and
teachers, and introduced to the softmax layer of each
shallow classifier. By introducing KL divergence, the
self distillation framework affects the teacher’s net-
works, the deepest one, to each shallow classifier.

• Loss Source 3: L2 loss from hints. It can be obtained
through computation of the L2 loss between features
maps of the deepest classifier and each shallow classi-
fier. By means of L2 loss, the inexplicit knowledge in
feature maps is introduced to each shallow classifier’s
bottleneck layer, which induces all the classifiers’ fea-
ture maps in their bottleneck layers to fit the feature
maps of the deepest classifier.

For that all the newly added layers (parts under the dash
line in Figure 2) are only applied during training, they exert
no influence during inference. Adding these parts during
inference provides another option for dynamic inference for
energy constrained edge devices.

3.1. Formulation

Given N samples X = {xi}Ni=1
from M classes, we

denote the corresponding label set as Y = {yi}Mi=1
, yi !

{1, 2, ...,M}. Classifiers (the proposed self distillation has
multiple classifiers within a whole network) in the neural
network are denoted as ! = {!i/C}

C
i=1

, where C denotes
the number of classifiers in convolutional neural networks.
A softmax layer is set after each classifier.

qci =
exp (zci /T )

"c
j exp (z

c
j/T )

(1)

Here z is the output after fully connected layers. qci !
RM is the ith class probability of classifier !c/C . T , which
is normally set to 1, indicates the temperature of distilla-
tion [15]. A larger T makes the probability distribution
softer.

3.2. Training Methods

In self distillation, the supervision of each classifier !i/C
except for the deepest classifier comes from three sources.
Two hyper-parameters " and # are used to balance them.

(1" ") · CrossEntropy(qi, y) (2)

The first source is the cross entropy loss computed with
qi and labels Y . Note that qi denotes the softmax layer’s
output of classifier !i/C .

" ·KL(qi, qC) (3)

The second source is the Kullback-Leibler divergence
between qi and qC . We aim to make shallow classifiers
approximate the deepest classifier, which indicates the su-
pervision from distillation. Note that qC means the softmax
layer’s output of the deepest classifier.

# · #Fi " FC#
2

2 (4)

The last supervision is from the hint of the deepest clas-
sifier. A hint is defined as the output of teacher models
hidden layers, whose aim is to guide the student models’

3716

• Results on CIFAR100 shows consistent performance improvements over the baseline.

• In addition, predictions from intermediate classifiers (1/4, 2/4, 3/4) can sometimes outperform the 

baseline. As such, inference efficiency can be improved.
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Learning Efficient Object Detection Models with Knowledge Distillation [Chen et al., NeurIPS 2017]
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Learning Efficient Object Detection Models with Knowledge Distillation [Chen et al., NeurIPS 2017]

• Add a 1x1 convolution layer to match the shape.
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Learning Efficient Object Detection Models with Knowledge Distillation [Chen et al., NeurIPS 2017]

• Use different weights for foreground and background classes to handle the class imbalance 
problem.
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Learning Efficient Object Detection Models with Knowledge Distillation [Chen et al., NeurIPS 2017]

• Exploit teacher’s prediction as an upper bound for the student to achieve. Once the quality of the 
student surpasses that of the teacher with a certain margin, the loss becomes zero.
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Localization Distillation for Dense Object Detection [Zheng et al., CVPR 2022]

(x1, y1)

(x2, y2)
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Localization Distillation for Dense Object Detection [Zheng et al., CVPR 2022]

(x1, y1)

(x2, y2)

Divide the y-axis into 6 bins
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Localization Distillation for Dense Object Detection [Zheng et al., CVPR 2022]

(x1, y1)

(x2, y2)

Divide the y-axis into 6 bins & divide the x-axis into 6 bins
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Localization Distillation for Dense Object Detection [Zheng et al., CVPR 2022]

• Calculate the distillation loss between two probability distributions predicted by the teacher and 
the student.
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Structured Knowledge Distillation for Semantic Segmentation [Liu et al., CVPR 2019]

Feature imitation similar to 
classification and detection
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Structured Knowledge Distillation for Semantic Segmentation [Liu et al., CVPR 2019]

Add a discriminator network to provide 
adversarial loss: the student is trained 

to fool the discriminator network
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GAN Compression: Efficient Architectures for Interactive Conditional GANs [Li et al., CVPR 2020]
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x
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Distillation LossReconstruction Loss cGAN Loss

L(x) = LcGAN(x) + �reconLrecon(x) + �distillLdistill(x)
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Training Objective
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Demos on Horse2zebra Dataset
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Interactive image editing demo
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GAN Compression: Efficient Architectures for Interactive Conditional GANs [Li et al., CVPR 2020]

Original CycleGAN; MACs: 56.8G; FPS: 1.6; FID: 24.2 GAN Compression; MACs: 4.81G (11.8x); FPS: 3.9 (2.5x); FID: 26.6

Measured on NVIDIA Jetson Nano GPU
Lower FID indicates better Performance.
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MobileBERT: a Compact Task-Agnostic BERT for Resource-Limited Devices [Sun et al., ACL 2020]

Attention Transfer

• In addition to feature imitation, the student model is train to mimic teacher model’s attention 
maps.
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Data augmentation during training to avoid overfitting

Data  
Augmentation
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Data augmentation during training to avoid overfitting

Data  
Augmentation

Cutout

Improved Regularization of Convolutional Neural Networks with Cutout [DeVries et al., arXiv 2017]
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Data augmentation during training to avoid overfitting

Data  
Augmentation

Cutout

mixup: Beyond Empirical Risk Minimization [Zhang et al., ICLR 2018]

Mixup
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Data augmentation during training to avoid overfitting

Data  
Augmentation

Cutout

AutoAugment: Learning Augmentation Policies from Data [Cubuk et al., CVPR 2019]

Mixup

AutoAugment
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Conventional Approach 
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Dropout during training to avoid overfitting

Data  
Augmentation

Dropout
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Dropout during training to avoid overfitting

Data  
Augmentation

Dropout

SpatialDropout

Efficient Object Localization Using Convolutional Networks [Tompson et al., CVPR 2015]
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Dropout during training to avoid overfitting

Data  
Augmentation

Dropout

SpatialDropout

DropBlock: A regularization method for convolutional networks [Ghiasi et al., NeurIPS 2018]

DropBlock
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Dropout/Data augmentation improves large neural networks’ performance
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Dropout/Data augmentation hurts tiny neural networks’ performance
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Tiny neural network lacks capacity
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• Augment the model to get extra supervision during training for tiny models.
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Network Augmentation for Tiny Deep Learning [Cai et al., ICLR 2022]
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Network Augmentation for Tiny Deep Learning [Cai et al., ICLR 2022]

Output

Input

gbase

Published as a conference paper at ICLR 2022

specially-designed transformations on the input, such as Cutout (DeVries & Taylor, 2017) and Mixup
(Zhang et al., 2018a). Additionally, AutoML has been employed to search for a combination of
transformations for data augmentation, such as AutoAugment (Cubuk et al., 2019) and RandAugment
(Cubuk et al., 2020).

Instead of injecting noise into the dataset, dropout families add noise to the network to overcome over-
fitting. A typical example is Dropout (Srivastava et al., 2014) that randomly drops connections of the
neural network. Inspired by Dropout, many follow-up extensions propose structured forms of dropout
for better performance, such as StochasticDepth (Huang et al., 2016), SpatialDropout (Tompson et al.,
2015), and DropBlock (Ghiasi et al., 2018). In addition, some regularization techniques combine
dropout with other methods to improve the performance, such as Self-distillation (Zhang et al., 2019a)
that combines knowledge distillation and depth dropping, and GradAug (Yang et al., 2020) that
combines data augmentation and channel dropping.

Unlike these regularization methods, our method targets improving the performance of tiny neural
networks that suffer from under-fitting by augmenting the width of the neural network instead of
shrinking it via random dropping. It is a reversed form of dropout. Our experiments show that
NetAug is more effective than regularization methods on tiny neural networks (Table 3).

Tiny Deep Learning. Improving the inference efficiency of neural networks is very important
in tiny deep learning. One commonly used approach is to compress existing neural networks by
pruning (Han et al., 2015; He et al., 2017; Liu et al., 2017) and quantization (Han et al., 2016; Zhu
et al., 2017; Rastegari et al., 2016). Another widely adopted approach is to design efficient neural
network architectures (Iandola et al., 2016; Sandler et al., 2018; Zhang et al., 2018b). In addition
to manually designed compression strategies and neural network architectures, AutoML techniques
recently gain popularity in tiny deep learning, including auto model compression (Cai et al., 2019a;
Yu & Huang, 2019) and auto neural network architecture design (Tan et al., 2019; Cai et al., 2019b;
Wu et al., 2019). Unlike these techniques, our method focuses on improving the accuracy of tiny
neural networks without changing the model architecture . Combining these techniques with our
method leads to better performances in our experiments (Table 1 and Table ??).

3 NETWORK AUGMENTATION

In this section, we first describe the formulation of NetAug. Then we introduce practical implementa-
tions. Lastly, we discuss the overhead of NetAug during training (16.7%) and test (zero).

3.1 FORMULATION

We denote the weights of the tiny neural network as Wt and the loss function as L. During training,
Wt is optimized to minimize L with gradient updates: Wn+1

t = Wn
t � ⌘ @L(Wn

t )
@Wn

t
, where ⌘ is the

learning rate, and we assume using standard stochastic gradient descent for simplicity. Since the
capacity of the tiny neural network is limited, it is more likely to get stuck in local minimums than
large neural networks, leading to worse training and test performances.

We aim to tackle this challenge by introducing additional supervision to assist the training of the
tiny neural network. Contrary to dropout methods that encourage subsets of the neural network to
produce predictions, NetAug encourages the tiny neural network to work as a sub-model of a set of
larger models constructed by augmenting the width of the tiny model (Figure 2 left). The augmented
loss function Laug is:

Laug = L(Wt)| {z }
base supervision

+ ↵1L([Wt,W1]) + · · ·+ ↵iL([Wt,Wi]) + · · ·| {z }
auxiliary supervision, working as a sub-model of augmented models

, (1)

Laug = L(Wbase)| {z }
base supervision

+ ↵L([Wbase,Waug])| {z }
auxiliary supervision

, (2)

where [Wt,Wi] represents an augmented model that contains the tiny neural network Wt and new
weights Wi. ↵i is the scaling hyper-parameter for combining loss from different augmented models.

3
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specially-designed transformations on the input, such as Cutout (DeVries & Taylor, 2017) and Mixup
(Zhang et al., 2018a). Additionally, AutoML has been employed to search for a combination of
transformations for data augmentation, such as AutoAugment (Cubuk et al., 2019) and RandAugment
(Cubuk et al., 2020).

Instead of injecting noise into the dataset, dropout families add noise to the network to overcome over-
fitting. A typical example is Dropout (Srivastava et al., 2014) that randomly drops connections of the
neural network. Inspired by Dropout, many follow-up extensions propose structured forms of dropout
for better performance, such as StochasticDepth (Huang et al., 2016), SpatialDropout (Tompson et al.,
2015), and DropBlock (Ghiasi et al., 2018). In addition, some regularization techniques combine
dropout with other methods to improve the performance, such as Self-distillation (Zhang et al., 2019a)
that combines knowledge distillation and depth dropping, and GradAug (Yang et al., 2020) that
combines data augmentation and channel dropping.

Unlike these regularization methods, our method targets improving the performance of tiny neural
networks that suffer from under-fitting by augmenting the width of the neural network instead of
shrinking it via random dropping. It is a reversed form of dropout. Our experiments show that
NetAug is more effective than regularization methods on tiny neural networks (Table 3).

Tiny Deep Learning. Improving the inference efficiency of neural networks is very important
in tiny deep learning. One commonly used approach is to compress existing neural networks by
pruning (Han et al., 2015; He et al., 2017; Liu et al., 2017) and quantization (Han et al., 2016; Zhu
et al., 2017; Rastegari et al., 2016). Another widely adopted approach is to design efficient neural
network architectures (Iandola et al., 2016; Sandler et al., 2018; Zhang et al., 2018b). In addition
to manually designed compression strategies and neural network architectures, AutoML techniques
recently gain popularity in tiny deep learning, including auto model compression (Cai et al., 2019a;
Yu & Huang, 2019) and auto neural network architecture design (Tan et al., 2019; Cai et al., 2019b;
Wu et al., 2019). Unlike these techniques, our method focuses on improving the accuracy of tiny
neural networks without changing the model architecture . Combining these techniques with our
method leads to better performances in our experiments (Table 1 and Table ??).

3 NETWORK AUGMENTATION

In this section, we first describe the formulation of NetAug. Then we introduce practical implementa-
tions. Lastly, we discuss the overhead of NetAug during training (16.7%) and test (zero).

3.1 FORMULATION

We denote the weights of the tiny neural network as Wt and the loss function as L. During training,
Wt is optimized to minimize L with gradient updates: Wn+1

t = Wn
t � ⌘ @L(Wn

t )
@Wn

t
, where ⌘ is the

learning rate, and we assume using standard stochastic gradient descent for simplicity. Since the
capacity of the tiny neural network is limited, it is more likely to get stuck in local minimums than
large neural networks, leading to worse training and test performances.

We aim to tackle this challenge by introducing additional supervision to assist the training of the
tiny neural network. Contrary to dropout methods that encourage subsets of the neural network to
produce predictions, NetAug encourages the tiny neural network to work as a sub-model of a set of
larger models constructed by augmenting the width of the tiny model (Figure 2 left). The augmented
loss function Laug is:

Laug = L(Wt)| {z }
base supervision

+ ↵1L([Wt,W1]) + · · ·+ ↵iL([Wt,Wi]) + · · ·| {z }
auxiliary supervision, working as a sub-model of augmented models

, (1)

Laug = L(Wbase)| {z }
base supervision

+ ↵L([Wbase,Waug])| {z }
auxiliary supervision

, (2)

where [Wt,Wi] represents an augmented model that contains the tiny neural network Wt and new
weights Wi. ↵i is the scaling hyper-parameter for combining loss from different augmented models.
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specially-designed transformations on the input, such as Cutout (DeVries & Taylor, 2017) and Mixup
(Zhang et al., 2018a). Additionally, AutoML has been employed to search for a combination of
transformations for data augmentation, such as AutoAugment (Cubuk et al., 2019) and RandAugment
(Cubuk et al., 2020).

Instead of injecting noise into the dataset, dropout families add noise to the network to overcome over-
fitting. A typical example is Dropout (Srivastava et al., 2014) that randomly drops connections of the
neural network. Inspired by Dropout, many follow-up extensions propose structured forms of dropout
for better performance, such as StochasticDepth (Huang et al., 2016), SpatialDropout (Tompson et al.,
2015), and DropBlock (Ghiasi et al., 2018). In addition, some regularization techniques combine
dropout with other methods to improve the performance, such as Self-distillation (Zhang et al., 2019a)
that combines knowledge distillation and depth dropping, and GradAug (Yang et al., 2020) that
combines data augmentation and channel dropping.

Unlike these regularization methods, our method targets improving the performance of tiny neural
networks that suffer from under-fitting by augmenting the width of the neural network instead of
shrinking it via random dropping. It is a reversed form of dropout. Our experiments show that
NetAug is more effective than regularization methods on tiny neural networks (Table 3).

Tiny Deep Learning. Improving the inference efficiency of neural networks is very important
in tiny deep learning. One commonly used approach is to compress existing neural networks by
pruning (Han et al., 2015; He et al., 2017; Liu et al., 2017) and quantization (Han et al., 2016; Zhu
et al., 2017; Rastegari et al., 2016). Another widely adopted approach is to design efficient neural
network architectures (Iandola et al., 2016; Sandler et al., 2018; Zhang et al., 2018b). In addition
to manually designed compression strategies and neural network architectures, AutoML techniques
recently gain popularity in tiny deep learning, including auto model compression (Cai et al., 2019a;
Yu & Huang, 2019) and auto neural network architecture design (Tan et al., 2019; Cai et al., 2019b;
Wu et al., 2019). Unlike these techniques, our method focuses on improving the accuracy of tiny
neural networks without changing the model architecture . Combining these techniques with our
method leads to better performances in our experiments (Table 1 and Table ??).

3 NETWORK AUGMENTATION

In this section, we first describe the formulation of NetAug. Then we introduce practical implementa-
tions. Lastly, we discuss the overhead of NetAug during training (16.7%) and test (zero).

3.1 FORMULATION

We denote the weights of the tiny neural network as Wt and the loss function as L. During training,
Wt is optimized to minimize L with gradient updates: Wn+1

t = Wn
t � ⌘ @L(Wn

t )
@Wn

t
, where ⌘ is the

learning rate, and we assume using standard stochastic gradient descent for simplicity. Since the
capacity of the tiny neural network is limited, it is more likely to get stuck in local minimums than
large neural networks, leading to worse training and test performances.

We aim to tackle this challenge by introducing additional supervision to assist the training of the
tiny neural network. Contrary to dropout methods that encourage subsets of the neural network to
produce predictions, NetAug encourages the tiny neural network to work as a sub-model of a set of
larger models constructed by augmenting the width of the tiny model (Figure 2 left). The augmented
loss function Laug is:

Laug = L(Wt)| {z }
base supervision

+ ↵1L([Wt,W1]) + · · ·+ ↵iL([Wt,Wi]) + · · ·| {z }
auxiliary supervision, working as a sub-model of augmented models

, (1)

Laug = L(Wbase)| {z }
base supervision

+ ↵L([Wbase,Waug])| {z }
auxiliary supervision

, (2)

where [Wt,Wi] represents an augmented model that contains the tiny neural network Wt and new
weights Wi. ↵i is the scaling hyper-parameter for combining loss from different augmented models.

3
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specially-designed transformations on the input, such as Cutout (DeVries & Taylor, 2017) and Mixup
(Zhang et al., 2018a). Additionally, AutoML has been employed to search for a combination of
transformations for data augmentation, such as AutoAugment (Cubuk et al., 2019) and RandAugment
(Cubuk et al., 2020).

Instead of injecting noise into the dataset, dropout families add noise to the network to overcome over-
fitting. A typical example is Dropout (Srivastava et al., 2014) that randomly drops connections of the
neural network. Inspired by Dropout, many follow-up extensions propose structured forms of dropout
for better performance, such as StochasticDepth (Huang et al., 2016), SpatialDropout (Tompson et al.,
2015), and DropBlock (Ghiasi et al., 2018). In addition, some regularization techniques combine
dropout with other methods to improve the performance, such as Self-distillation (Zhang et al., 2019a)
that combines knowledge distillation and depth dropping, and GradAug (Yang et al., 2020) that
combines data augmentation and channel dropping.

Unlike these regularization methods, our method targets improving the performance of tiny neural
networks that suffer from under-fitting by augmenting the width of the neural network instead of
shrinking it via random dropping. It is a reversed form of dropout. Our experiments show that
NetAug is more effective than regularization methods on tiny neural networks (Table 3).

Tiny Deep Learning. Improving the inference efficiency of neural networks is very important
in tiny deep learning. One commonly used approach is to compress existing neural networks by
pruning (Han et al., 2015; He et al., 2017; Liu et al., 2017) and quantization (Han et al., 2016; Zhu
et al., 2017; Rastegari et al., 2016). Another widely adopted approach is to design efficient neural
network architectures (Iandola et al., 2016; Sandler et al., 2018; Zhang et al., 2018b). In addition
to manually designed compression strategies and neural network architectures, AutoML techniques
recently gain popularity in tiny deep learning, including auto model compression (Cai et al., 2019a;
Yu & Huang, 2019) and auto neural network architecture design (Tan et al., 2019; Cai et al., 2019b;
Wu et al., 2019). Unlike these techniques, our method focuses on improving the accuracy of tiny
neural networks without changing the model architecture . Combining these techniques with our
method leads to better performances in our experiments (Table 1 and Table ??).

3 NETWORK AUGMENTATION

In this section, we first describe the formulation of NetAug. Then we introduce practical implementa-
tions. Lastly, we discuss the overhead of NetAug during training (16.7%) and test (zero).

3.1 FORMULATION

We denote the weights of the tiny neural network as Wt and the loss function as L. During training,
Wt is optimized to minimize L with gradient updates: Wn+1

t = Wn
t � ⌘ @L(Wn

t )
@Wn

t
, where ⌘ is the

learning rate, and we assume using standard stochastic gradient descent for simplicity. Since the
capacity of the tiny neural network is limited, it is more likely to get stuck in local minimums than
large neural networks, leading to worse training and test performances.

We aim to tackle this challenge by introducing additional supervision to assist the training of the
tiny neural network. Contrary to dropout methods that encourage subsets of the neural network to
produce predictions, NetAug encourages the tiny neural network to work as a sub-model of a set of
larger models constructed by augmenting the width of the tiny model (Figure 2 left). The augmented
loss function Laug is:

Laug = L(Wt)| {z }
base supervision

+ ↵1L([Wt,W1]) + · · ·+ ↵iL([Wt,Wi]) + · · ·| {z }
auxiliary supervision, working as a sub-model of augmented models

, (1)

Laug = L(Wbase)| {z }
base supervision

+ ↵L([Wbase,Waug])| {z }
auxiliary supervision

, (2)

where [Wt,Wi] represents an augmented model that contains the tiny neural network Wt and new
weights Wi. ↵i is the scaling hyper-parameter for combining loss from different augmented models.
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specially-designed transformations on the input, such as Cutout (DeVries & Taylor, 2017) and Mixup
(Zhang et al., 2018a). Additionally, AutoML has been employed to search for a combination of
transformations for data augmentation, such as AutoAugment (Cubuk et al., 2019) and RandAugment
(Cubuk et al., 2020).

Instead of injecting noise into the dataset, dropout families add noise to the network to overcome over-
fitting. A typical example is Dropout (Srivastava et al., 2014) that randomly drops connections of the
neural network. Inspired by Dropout, many follow-up extensions propose structured forms of dropout
for better performance, such as StochasticDepth (Huang et al., 2016), SpatialDropout (Tompson et al.,
2015), and DropBlock (Ghiasi et al., 2018). In addition, some regularization techniques combine
dropout with other methods to improve the performance, such as Self-distillation (Zhang et al., 2019a)
that combines knowledge distillation and depth dropping, and GradAug (Yang et al., 2020) that
combines data augmentation and channel dropping.

Unlike these regularization methods, our method targets improving the performance of tiny neural
networks that suffer from under-fitting by augmenting the width of the neural network instead of
shrinking it via random dropping. It is a reversed form of dropout. Our experiments show that
NetAug is more effective than regularization methods on tiny neural networks (Table 3).

Tiny Deep Learning. Improving the inference efficiency of neural networks is very important
in tiny deep learning. One commonly used approach is to compress existing neural networks by
pruning (Han et al., 2015; He et al., 2017; Liu et al., 2017) and quantization (Han et al., 2016; Zhu
et al., 2017; Rastegari et al., 2016). Another widely adopted approach is to design efficient neural
network architectures (Iandola et al., 2016; Sandler et al., 2018; Zhang et al., 2018b). In addition
to manually designed compression strategies and neural network architectures, AutoML techniques
recently gain popularity in tiny deep learning, including auto model compression (Cai et al., 2019a;
Yu & Huang, 2019) and auto neural network architecture design (Tan et al., 2019; Cai et al., 2019b;
Wu et al., 2019). Unlike these techniques, our method focuses on improving the accuracy of tiny
neural networks without changing the model architecture . Combining these techniques with our
method leads to better performances in our experiments (Table 1 and Table ??).

3 NETWORK AUGMENTATION

In this section, we first describe the formulation of NetAug. Then we introduce practical implementa-
tions. Lastly, we discuss the overhead of NetAug during training (16.7%) and test (zero).

3.1 FORMULATION

We denote the weights of the tiny neural network as Wt and the loss function as L. During training,
Wt is optimized to minimize L with gradient updates: Wn+1

t = Wn
t � ⌘ @L(Wn

t )
@Wn

t
, where ⌘ is the

learning rate, and we assume using standard stochastic gradient descent for simplicity. Since the
capacity of the tiny neural network is limited, it is more likely to get stuck in local minimums than
large neural networks, leading to worse training and test performances.

We aim to tackle this challenge by introducing additional supervision to assist the training of the
tiny neural network. Contrary to dropout methods that encourage subsets of the neural network to
produce predictions, NetAug encourages the tiny neural network to work as a sub-model of a set of
larger models constructed by augmenting the width of the tiny model (Figure 2 left). The augmented
loss function Laug is:

Laug = L(Wt)| {z }
base supervision

+ ↵1L([Wt,W1]) + · · ·+ ↵iL([Wt,Wi]) + · · ·| {z }
auxiliary supervision, working as a sub-model of augmented models

, (1)

Laug = L(Wbase)| {z }
base supervision

+ ↵L([Wbase,Waug])| {z }
auxiliary supervision

, (2)

where [Wt,Wi] represents an augmented model that contains the tiny neural network Wt and new
weights Wi. ↵i is the scaling hyper-parameter for combining loss from different augmented models.
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MACs (M)

ImageNet

NetAug #5 Acc Loss Baseline #5 Acc Loss

Untitled 1 23.5 54.4 23.5 52.3

Untitled 2 27.7 55.4 27.7 53.3

Untitled 3 34.6 56.2 34.6 54.3

Untitled 4 39.7 57.9 39.7 55.7
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Figure 4: Learning curves on ImageNet. Left: NetAug alleviates the under-fitting issue of tiny
neural networks (e.g., MobileNetV2-Tiny), leading to higher training and validation accuracy. Right:
Larger networks like ResNet50 does not suffer from under-fitting; applying NetAug will exacerbate
over-fitting (higher training accuracy, lower validation accuracy).

Method ImageNet Fine-grained Classificaition: Top1 (%) Det: AP50 (%)
Top1 (%) Food101 Flowers102 Cars Cub200 Pets VOC COCO

Baseline (150) 56.3 76.4 90.8 76.9 69.0 81.9 60.4 24.7

MbV2
w0.35
r160

Baseline (300) 57.0 76.5 90.3 75.8 69.6 81.7 60.8 -
Baseline (600) 57.5 76.8 89.7 74.7 69.5 81.7 61.3 -
KD 57.0 76.4 91.6 78.4 68.4 80.3 60.0 24.3
NetAug 57.8 77.4 92.4 79.8 68.8 82.3 62.4 25.4

NetAug+KD 59.2 77.5 92.9 80.4 68.5 82.2 62.1 25.4

Baseline (150) 58.1 76.6 92.1 75.8 69.3 83.1 63.6 29.2

MbV3
w0.35
r160

KD 59.8 76.9 92.6 77.2 69.2 82.9 63.4 28.9
NetAug 60.3 78.3 93.0 78.9 70.4 84.6 65.3 30.7
NetAug+KD 61.5 77.1 93.0 78.6 70.5 84.5 66.0 30.8

Table 4: Transfer learning results of MobileNetV2 (w0.35, r160) and MobileNetV3 (w0.35, r160)
with different pre-training methods. In most cases, models pre-trained with NetAug provide the best
transfer learning performance on fine-grained classification and object detection. Results that are
worse than the ‘Baseline (150)‘ are in red, and results that are better than the ‘Baseline (150)‘ are in
green. Best results are highlighted in bold.

4.3 RESULTS ON TRANSFER LEARNING

Models pre-trained on ImageNet are usually used for initialization in downstream tasks such as
fine-grained image classification (Cui et al., 2018; Kornblith et al., 2019; Cai et al., 2020b) and object
detection (Everingham et al., 2010; Lin et al., 2014). In this subsection, we study whether NetAug
can benefit these downstream tasks using five fine-grained image classification datasets and two
object detection datasets. The input image size is 160 for fine-grained image classification and 416
for object detection.

The transfer learning results of MobileNetV2 w0.35 and MobileNetV3 w0.35 with different pre-
trained weights are summarized in Table 4. We find that a higher accuracy on the pre-training
dataset (i.e., ImageNet in our case) does not always lead to higher performances on downstream
tasks. For example, though adding KD improves the ImageNet accuracy of MobileNetV2 w0.35
and MobileNetV3 w0.35, using weights pre-trained with KD hurts the performances on two fine-
grained classification datasets (Cub200 and Pets) and all object detection datasets (Pascal VOC and
COCO). Similarly, training models for more epochs significantly improves the ImageNet accuracy of
MobileNetV2 w0.35 but hurts the performances on three fine-grained classification datasets.

Compared to KD and training for more epochs, we find models pre-trained with NetAug achieve
clearly better transfer learning performances in most cases, though their ImageNet performances are
similar. It shows that encouraging the tiny models to work as a sub-model of larger models not only

8

• For a tiny neural network, NetAug improves both the training accuracy and val accuracy.
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Figure 4: Learning curves on ImageNet. Left: NetAug alleviates the under-fitting issue of tiny
neural networks (e.g., MobileNetV2-Tiny), leading to higher training and validation accuracy. Right:
Larger networks like ResNet50 does not suffer from under-fitting; applying NetAug will exacerbate
over-fitting (higher training accuracy, lower validation accuracy).

Method ImageNet Fine-grained Classificaition: Top1 (%) Det: AP50 (%)
Top1 (%) Food101 Flowers102 Cars Cub200 Pets VOC COCO

Baseline (150) 56.3 76.4 90.8 76.9 69.0 81.9 60.4 24.7

MbV2
w0.35
r160

Baseline (300) 57.0 76.5 90.3 75.8 69.6 81.7 60.8 -
Baseline (600) 57.5 76.8 89.7 74.7 69.5 81.7 61.3 -
KD 57.0 76.4 91.6 78.4 68.4 80.3 60.0 24.3
NetAug 57.8 77.4 92.4 79.8 68.8 82.3 62.4 25.4

NetAug+KD 59.2 77.5 92.9 80.4 68.5 82.2 62.1 25.4

Baseline (150) 58.1 76.6 92.1 75.8 69.3 83.1 63.6 29.2

MbV3
w0.35
r160

KD 59.8 76.9 92.6 77.2 69.2 82.9 63.4 28.9
NetAug 60.3 78.3 93.0 78.9 70.4 84.6 65.3 30.7
NetAug+KD 61.5 77.1 93.0 78.6 70.5 84.5 66.0 30.8

Table 4: Transfer learning results of MobileNetV2 (w0.35, r160) and MobileNetV3 (w0.35, r160)
with different pre-training methods. In most cases, models pre-trained with NetAug provide the best
transfer learning performance on fine-grained classification and object detection. Results that are
worse than the ‘Baseline (150)‘ are in red, and results that are better than the ‘Baseline (150)‘ are in
green. Best results are highlighted in bold.

4.3 RESULTS ON TRANSFER LEARNING

Models pre-trained on ImageNet are usually used for initialization in downstream tasks such as
fine-grained image classification (Cui et al., 2018; Kornblith et al., 2019; Cai et al., 2020b) and object
detection (Everingham et al., 2010; Lin et al., 2014). In this subsection, we study whether NetAug
can benefit these downstream tasks using five fine-grained image classification datasets and two
object detection datasets. The input image size is 160 for fine-grained image classification and 416
for object detection.

The transfer learning results of MobileNetV2 w0.35 and MobileNetV3 w0.35 with different pre-
trained weights are summarized in Table 4. We find that a higher accuracy on the pre-training
dataset (i.e., ImageNet in our case) does not always lead to higher performances on downstream
tasks. For example, though adding KD improves the ImageNet accuracy of MobileNetV2 w0.35
and MobileNetV3 w0.35, using weights pre-trained with KD hurts the performances on two fine-
grained classification datasets (Cub200 and Pets) and all object detection datasets (Pascal VOC and
COCO). Similarly, training models for more epochs significantly improves the ImageNet accuracy of
MobileNetV2 w0.35 but hurts the performances on three fine-grained classification datasets.

Compared to KD and training for more epochs, we find models pre-trained with NetAug achieve
clearly better transfer learning performances in most cases, though their ImageNet performances are
similar. It shows that encouraging the tiny models to work as a sub-model of larger models not only

8

• For a tiny neural network, NetAug improves both the training accuracy and val accuracy. 
• For a large neural network, NetAug improves the training accuracy but hurts the val accuracy.
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• NetAug is orthogonal to KD.
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NetAug: Transfer Learning
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Network Augmentation for Tiny Deep Learning [Cai et al., ICLR 2022]
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• NetAug provides better transfer learning performances than KD and 4x training schedule, 
thought their ImageNet performances are similar.
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NetAug: Transfer to Object Detection
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Network Augmentation for Tiny Deep Learning [Cai et al., ICLR 2022]

P
as

ca
l V

O
C

 A
P

50
 (%

)

54

56

58

60

62

64

90 150 210 270

NetAug
Baseline

MACs (M)

YoloV3 + MbV2 w0.35

- 41% MACs

MACs (M)

C
O

C
O

 A
P

50
 (%

)

22

23

24

25

26

150 200 250 300 350 400

NetAug
Baseline

- 38% MACs

YoloV3 + MbV2 w0.35

https://efficientml.ai


MIT 6.S965: TinyML and Efficient Deep Learning Computing https://efficientml.ai

Summary of Today’s Lecture
• In this lecture, we introduce:

• What is knowledge distillation (KD);

• What to match;

• Self and online KD;

• KD for different tasks;

• Network Augmentation.


• In the next lecture, we will introduce MCUNet, an 
algorithm-system co-design framework for TinyML 
on microcontrollers.
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